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R is a free version of the S programming language (which was later commercially marketed as S-Plus).
Compared to more traditional statistical software packages at the time of its development (e.g., SAS, SPSS,
BMDP)

• It is interactive: Statistical analyses are performed in a series of small steps, with the presumption that
the results of one computation will be used as the input to the next computation. Hence, there is not
as much focus on output from each step.

• It is based on a functional paradigm: The basic commands tend to take one or more arguments and
return some value. (There are of course the “side-effects” of printing, plotting, and assignment, but
there are relatively few side effects other than those.)

• It has flexible data structures that are not based on “rectangular” data sets: R incorporates lists that
can be used as “ragged” arrays, thus allowing variable numbers of measurements on subjects, etc.

• It has powerful graphics that are based on “building” plots.

• It is readily extendable: Users can write their own functions in R, which are syntactically indistinguish-
able from the “native” commands.

• It is (relatively) easily interfaced with low level programming languages: User can write C code that
can be called from (and call) R functions.

In terms of computer science jargon, the language is

• interpreted (as opposed to compiled), and

• object-oriented.

With respect to the latter, functions operate on and return complex “objects” (e.g., a model consisting
of a response variable, a number of predictor variables, a link function, a probability distribution, etc.) that
are implemented as lists.

R is typically used with a graphical user interface (GUI) consisting of a command window, an editor (to
facilitate programming and saving code), graphics windows. Storing of functions and data objects is based
on workspaces that can be attached and detached from search lists.

The major function of R is to evaluate expressions. At the simplest level, R can be viewed as a calculator,
evaluating expressions that involve “literals” and constants. Standard mathematical conventions apply with
+, -, *, /, and ˆ representing addition, subtraction, multiplication, division, and exponentiation. Integer
division is %/%, and modular arithmetic uses %%. Commonly used functions include log(), exp(),

sqrt(). Precedence of arithmetic operations follows the usual conventions. Boolean operations include ==
(note the two equal signs means “is equal to”), ¡, ¡=, ¿, ¿=, & (and), — (or), ! (not). All of the preceding
operate element by element. For decisions, && and —— are used.

Values can be stored in a variable using varname ¡- expression. varname must start with a letter, and it
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can include letters (both upper case and lower case), numerals, and periods. (NB: upper case is distinguished
from lower case.) R allows you to overlay some variables, e.g., a numeric value x can be distinguished from
a function x.

Atomic data in R includes boolean (TRUE or FALSE, also T or F), integer, floating point (double),
character (enclosed in double quotes), missing data (NA), a zero length vector (NULL), or not a number
(NaN). R will coerce integer to boolean (0=FALSE, nonzero is TRUE) or boolean to integer (FALSE=0,
TRUE=1). Integers are easily coerced to floating point, and floating point is coerced to integer using
round(), trunc(), ceiling(), floor(). There are also commands as.integer(), as.double().

The basic data structures are vectors and lists. Lists are really just vectors of pointers to other data
structures.

Vector can be created using the function c() (concatenate) with literals: x <- c(1,4,5,19,1,4), with
other vectors x <- c(a,y,b) or a combination. The length of a vector can be determined by length().
Individual elements of a vector are obtained using square brackets: x[3]. Elements of a vector can have
names (assigned using names), in which case x["elem"] is the contents of the position in the vector that is
named “elem”.

Standard arithmetic operations on vectors are element by element. If two vectors are not the same
length, the shorter is usually expanded to the length of the longer. Sometimes R will tell you that it has
done this (usually when the longer is not a multiple of the shorter.)

Lists can be created with list(). The list that is the 3rd element of list x is tt x[3], while the contents
of the third place of the list is x[[3]]. Lists can have names (assigned using names), in which case x$elem

is the contents of the position in the list that is named “elem”.

Matrices and data frames are two special forms of lists (there are many others). Matrices have a data
element that is the data stored in column order, along with a vector of dimensions (number of rows, number
of columns). Matrices can be constructed by matrix(). Row names and column names are stored using
dimnames(), which takes (and returns) a list. Elements of a matrix can be referenced using x[3,5].

Data can be read in from a text file using read.table( ), which produces a data frame. For instance,
dta <- read.table("carot.txt",headers=T)

will read the ASCII file carot.txt, which has column names as the first row. You can then reference, for
instance, the column pertaining to age as dta$age.


