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Problems 1-3 of the homework relate to the dataset regarding MRI measurements of cerebral atrophy in elderly Americans (mri.doc and mri.txt). In this homework we will focus primarily on associations between mortality and serum LDL as possibly modified by race. 

1. Suppose we are interested in exploring whether any association between time to death and serum LDL is adequately modeled by a relationship in which the log hazard function is linear in LDL. I ask you to compare several different alternative models that allow nonlinearity. In part f, I ask you to plot fitted HR estimates from each of these models on the same axis. In order to have comparability across models, we need to use the same reference group:

· In all parts of this problem where you need to divide the LDL values into intervals, use 70, 100, 130, and 160 mg/dL as breakpoints for the LDL measurements. Stata commands that might be used are:

egen ldlctg= cut(ldl), at(0,70,100,130,160,400)

mkspline sldlA 70 sldlB 100 sldlC 130 sldlD 160 sldlE = ldl
· In all parts of this problem where you model LDL continuously, we will use 1 mg/dL as the reference group (this will accommodate the log transformation). Thus you might create variables in Stata:

g logldl= log(ldl)

g cldl= ldl – 1

g cldlsqr= cldl^2

g cldlcub= cldl^3

a. Fit a regression model in which you test for a linear relationship using a step function as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).

Methods: Proportional hazards regression was conducted to assess the linearity in the relationship between serum LDL and time to death among 735 participants in a prospective cohort study. The predictor (serum LDL) was modeled as both a continuous variable and as dummy variables (a step function) corresponding to categories of serum LDL less than 70 mg/dl, 70 to 99 mg/dl, 100 to 129 mg/dl, 130 to 159 mg/dl, and 160 mg/dl and higher. The continuous indicator of serum LDL was centered by subtracting 1 from the measure for each participant, such that 1mg/dl will be the reference value. Robust standard errors (Huber-White Sandwich estimators) were used to relax the assumption of proportional hazards. Wald tests were conducted using post-estimation commands to obtain a two-sided p-value corresponding to the null-hypothesis that the hazard ratios for all dummy variables were equal to zero, relative to the minimum category of less than 70 mg/dl.

Inference:  Among these 735 participants, there were 131 deaths between the date of MRI and September 16, 1997. The multiple partial test of the combined effect of the dummy variables did not provide evidence that we should reject the null hypothesis that the linear fit appropriately models the data. The Chi-square test statistic with four degrees of freedom was 4.35, with a two-sided p-value of 0.361.
b. Fit a regression model in which you test for a linear relationship using a quadratic polynomial as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).

Methods: Proportional hazards regression was conducted to assess the linearity in the relationship between serum LDL and time to death among 735 participants in a prospective cohort study. The predictor (serum LDL) was modeled as both a continuous variable and as a quadratic polynomial. The continuous indicator of serum LDL was centered by subtracting 1 from the measure for each participant, such that 1mg/dl will be the reference value. The quadratic polynomial was obtained by squaring this centered linear variable. Robust standard errors (Huber-White Sandwich estimators) were used to relax the assumption of proportional hazards. The Wald-based two-sided p-value corresponding to the test that the hazard ratio estimate for the quadratic LDL term is equal to 1 was assessed to test the null hypothesis that the linear term appropriately fits the data. Since there is only one term in the model corresponding to the higher order term, this parameter estimate indicates whether the quadratic term is significant and multiple partial tests are not needed. Statistical significance was defined with an ( of 0.05. 

Inference:  Among these 735 participants, there were 131 deaths between the date of MRI and September 16, 1997. The z-test statistic corresponding to the parameter estimate for the quadratic term was 1.92, with a two-sided p-value of 0.055. (For comparison, the post-estimation Wald-based test indicated a Chi-square test statistic of 3.68, also with a p-value of 0.055). Based on (=0.05, this result does not quite provide sufficient evidence to suggest that we should reject the null hypothesis that the linear fit appropriately models the data. 

c. Fit a regression model in which you test for a linear relationship using a cubic polynomial as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).

Methods: Proportional hazards regression was conducted to assess the linearity in the relationship between serum LDL and time to death among 735 participants in a prospective cohort study. The predictor (serum LDL) was modeled as a continuous variable, as a quadratic polynomial, and as a cubic polynomial. The continuous indicator of serum LDL was centered by subtracting 1 from the measure for each participant, such that 1mg/dl will be the reference value.  The squared and cubic polynomials were obtained by squaring and cubing this centered linear variable, respectively. Robust standard errors (Huber-White Sandwich estimators) were used to relax the assumption of proportional hazards. Wald tests were conducted using post-estimation commands to obtain a two-sided p-value corresponding to the null-hypothesis that the estimates for all higher order terms were equal to 0 (i.e. that the linear term appropriately fits the data). Statistical significance was defined with an ( of 0.05. 

Inference:  Among these 735 participants, there were 131 deaths between the date of MRI and September 16, 1997. The multiple partial Wald-based test statistic corresponding to test that the squared and cubic term estimates were both equal to 0 was 8.22, with a two-sided p-value of 0.0164. Based on (=0.05, this result suggests that we should reject the null hypothesis that the linear fit appropriately models the data – that is, the data suggest that the association between LDL and death is not well described by a straight line.

d. Fit a regression model in which you test for a linear relationship using linear splines as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).

Methods: Proportional hazards regression was conducted to assess the linearity in the relationship between serum LDL and time to death among 735 participants in a prospective cohort study. The predictor (serum LDL) was modeled as a set of linear splines with knots at 70, 100, 130, and 160 mg/dl. Robust standard errors (Huber-White Sandwich estimators) were used to relax the assumption of proportional hazards. The Wald-based two-sided p-value corresponding to the post-estimation test that the estimates for the splines are all equal was assessed to test the null hypothesis that a linear model appropriately fits the data. Statistical significance was defined with an ( of 0.05. 

Inference:  Among these 735 participants, there were 131 deaths between the date of MRI and September 16, 1997. The Wald test statistic corresponding to the test that the estimates for all splines are equal is 7.34 (4 degrees of freedom), with a two-sided p-value of 0.119. Based on (=0.05, this result does not provide sufficient evidence to suggest that we should reject the null hypothesis that the linear fit appropriately models association between LDL and death. 

e. Fit a regression model in which you test for a linear relationship using a logarithmic transformation as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).

Methods: Proportional hazards regression was conducted to assess the linearity in the relationship between serum LDL and time to death among 735 participants in a prospective cohort study. The predictor (serum LDL) was modeled as both a continuous variable and as a logarithmically transformed variable. The continuous indicator of serum LDL was centered by subtracting 1 from the measure for each participant, such that 1mg/dl will be the reference value. The logistic transformation was performed using natural log (base e) on the original, un-centered LDL indicator. Robust standard errors (Huber-White Sandwich estimators) were used to relax the assumption of proportional hazards. The Wald-based two-sided p-value corresponding to the test that the hazard ratio estimate for the logarithmic LDL term is equal to 1 was assessed to test the null hypothesis that the linear term appropriately fits the data. Since there is only one term in the model corresponding to the non-linear transformations, this parameter estimate is sufficient to indicate whether the logarithmic term is significant and multiple partial tests are not needed. Statistical significance was defined with an ( of 0.05. 

Inference:  Among these 735 participants, there were 131 deaths between the date of MRI and September 16, 1997. The z-test statistic corresponding to the parameter estimate for the quadratic term was -2.91, with a two-sided p-value of 0.004. (For comparison, the post-estimation Wald-based test indicated a Chi-square test statistic of 8.46, also with a p-value of 0.004.) Based on (=0.05, this result suggests that we should reject the null hypothesis that the linear fit appropriately models the data – that is, the data suggest that the association between LDL and death is not well described by a straight line.

f. On the same set of axes, plot the fitted values from each of the above models, as well as a model that includes only the (centered) serum LDL values. Comment on the similarity and/or differences among these models. How might these results guide your choice of a particular model when investigating whether associations are not well described by a linear relationship?

Methods: Proportional hazards regression was conducted to generate fitted values from a model in which centered serum LDL values were modeled as the only predictor of time to death. The continuous indicator of serum LDL was centered by subtracting 1 from the measure for each participant, such that 1mg/dl will be the reference value. Fitted values from this and the other five models were plotted on the same set of axes, with centered LDL values on the X-axis.

Inference: The fitted values from the model in part (a), with LDL values modeled as a step function showed marked separation in the fitted relative hazards for serum LDL values below 70 mg/dl and those above 70, with smaller breaks between the other dummy categories. The lowest dummy category had fitted values above the relative hazards from the model with LDL modeled only as a continuous linear variable, but the fitted relative hazards for the other dummy categories were below the fitted values from the model with only continuous LDL. The model with LDL modeled as a quadratic term showed higher fitted relative hazards at lower serum LDL values, with the trend flattening out around 150 mg/dl and curving up again around 20 mg/dl. Fitted values for the cubic model were lower than those for the quadratic, with the trend in fitted values flattening out around 100 mg/dl. The fitted values from the model in which LDL was modeled as a set of splines mapped very closely onto the fitted values from the quadratic model, with a steep decline in relative hazard from the lowest LDL values to around 100mg/dl, after which it was mostly flat. The fitted values from the logistic regression were nearly along a flat line with a very low relative hazard. The fitted values from the model with LDL modeled only as a continuous linear variable were higher than most other fitted values throughout the distribution of LDL values. 


These models suggest that the linear model is not a great fit. Linear associations are a special case of quadratic, cubic, and splines, and the fact that the plots don’t look similar suggests that linear is not a good fit. The splines allow for the most flexibility, as they do not constrain the association to be linear along the whole distribution, nor do they constrain the data to a polynomial fit. The fact that the model using splines produced fitted values that matched well with the quadratic (and to some degree the cubic) term suggests that the quadratic model might also be a good fit. So I think I would examine the linear spline model to assess if the associations are well described by a linear relationship.
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2. Consider again a model exploring the associations between time to death and serum LDL when using linear splines. 

a. Explain the interpretation of the regression parameters in such a model.

Methods: Proportional hazards regression was conducted to assess the association between serum LDL and time to death among 735 participants in a prospective cohort study. The predictor (serum LDL) was modeled as a set of linear splines with knots at 70, 100, 130, and 160 mg/dl. Robust standard errors (Huber-White Sandwich estimators) were used to relax the assumption of proportional hazards. The parameter estimates for each spline were interpreted. To make inference about the association between LDL and time to death, the Wald-based two-sided p-value corresponding to the post-estimation test that the estimates for the splines are all equal to zero was examined to test the null hypothesis serum LDL is not associated with time to death. Statistical significance was defined with an ( of 0.05. 

Inference:  Among these 735 participants, there were 131 deaths between the date of MRI and September 16, 1997. The parameter estimate for the first interval indicates that, for participants with LDL levels between 0 and 69 mg/dl, the instantaneous risk of death decreases by 2.2% for every 1 mg/dl increase in serum LDL (HR 0.978). The parameter estimate for the second interval indicates that, for participants with serum LDL levels between 70 and 99 mg/dl, the instantaneous risk of death decreases by 2.1% for every 1 mg/dl increase in serum LDL (HR 0.979). The parameter estimate for the third interval indicates that, for participants with serum LDL levels between 100 and 129 mg/dl, the instantaneous risk of death decreases by 0.1% for every 1 mg/dl increase in serum LDL (HR 0.999). The parameter estimate for the fourth interval indicates that, for participants with serum LDL levels between 130 and 159 mg/dl, the instantaneous risk of death decreases by 0.2% for every 1 mg/dl increase in serum LDL (HR 0.998). Lastly, the parameter estimate for the fifth interval indicates that, for participants with serum LDL levels above 160 mg/dl, the instantaneous risk of death decreases by 0.6% for every 1 mg/dl increase in serum LDL (HR 0.994). The multiple partial test indicates that, modeled using linear splines, serum LDL is significantly associated with time to death (Wald Chi-square =30.15; p<0.001).

b. Is there evidence that the association between time to death and serum LDL is truly U-shaped? Explain your evidence.

Methods: Proportional hazards regression was conducted to assess the association between serum LDL and time to death among 735 participants in a prospective cohort study. The predictor (serum LDL) was modeled as a set of linear splines with knots at 70, 100, 130, and 160. Robust standard errors (Huber-White Sandwich estimators) were used to relax the assumption of proportional hazards. To make inference regarding whether the association between serum LDL and time to death is U-shaped, the parameter estimates were examined to see if the hazard ratio for the first interval is negative and the parameter estimate for the last interval is positive. To test whether these trends are significant, a post-estimation test was performed to assess simultaneously whether the estimate for the first interval and the last are different from zero. The resulting Wald-based two-sided p-value corresponding was examined to test the null hypothesis that the association between serum LDL and time to death is not U-shaped. Statistical significance was defined with an ( of 0.05. 

Inference:  Among these 735 participants, there were 131 deaths between the date of MRI and September 16, 1997. The parameter estimate for the first interval indicates that, for participants with LDL levels between 0 and 69 mg/dl, the instantaneous risk of death decreases by 2.2% for every 1 mg/dl increase in serum LDL (HR 0.978). The parameter estimate for the last interval indicates that, for participants with serum LDL levels above 160 mg/dl, the instantaneous risk of death decreases by 0.6% for every 1 mg/dl increase in serum LDL (HR 0.994). Because these parameter estimates are both negative (i.e. indicative of declining hazards with higher LDL), the data do not provide evidence of a U-shaped fit. Even if the multiple partial test statistic indicated a statistically significant test statistic, since both parameter estimates are in the same direction, it would not support a U-shaped trend. But multiple partial test produces a p-value of 0.0518. From this, we do not reject the null that the association is not U-shaped, but it could just be that we don’t have enough precision to answer this question with the available data.

3. Suppose we are interested in exploring the associations between time to death and serum LDL as possibly modified by race. In this problem you do not need to provide formal description of the methods or inference, though I do ask at times for specific inferential quantities.
a. Fit a model of time to death regressed on a log transformation of serum LDL, race, and their interaction. Provide an explicit interpretation of each parameter in your model (be sure to include the actual numeric value in your interpretation, but you do not have to provide CI or p values for this part).

I transfored LDL using log base 2 to make parameter estimates more easily interpretable. I used robust standard errors as well. 

· The parameter estimate for log transformed serum LDL indicates that the instantaneous risk of death decreases by 41.5% for every 2-fold increase in LDL, holding race constant (i.e. among White participants) (HR 0.585).

· The parameter estimate for black participants indicates that the instantaenous risk of death is 84.6% lower for black participants relative to white participants, holding log-transformed LDL constant at 0 mg/dl (LDL of 1mg/dl) (HR 0.154). 
· The parameter estimate for Asian participants indicates that the instantaenous risk of death is 305.0 times as high for Asian participants relative to white participants, holding log-transformed LDL constant at 0 mg/dl (LDL of 1mg/dl) (HR 305.0).
· The parameter estimate for participants of “other” race indicates that the instantaenous risk of death is 3.33x10^8 times as high for other participants relative to white participants, holding log-transformed LDL constant at 0 mg/dl (LDL of 1mg/dl) (HR 3.33x10^8).

· The parameter estimate for the first interaction term indicates that the hazard ratio associated with a 2-fold increase in LDL among blacks is 35.6% higher than the hazard ratio associated with a 2-fold increase in LDL among whites (HR 1.356).

· The parameter estimate for the second interaction term indicates that the the hazard ratio associated with a 2-fold increase in LDL among Asians is 55.6% lower relative to the hazard ratio associated with a 2-fold increase in LDL among whites (HR 0.444).
· The parameter estimate for the third interaction term indicates that the the hazard ratio associated with a 2-fold increase in LDL among those of other race is 93.8% lower relative to the hazard ratio associated with a 2-fold increase in LDL among whites (HR 0.062).
b. Use the regression analysis in part a to perform a statistical test of the hypothesis that race does not modify the association between time to death and serum LDL. Make clear which parameters you test and provide a two-sided p value.

To test the null hypothesis that race does not modify the association between time to death and serum LDL, a post-regression command was used to test whether all three interaction parameters are equal to zero. The Wald-based chi-square test with 3 degrees of freedom was 8.04, with a two-sided p-value of 0.045. Based on (=0.05, this result suggests that we should reject the null hypothesis and conclude that race modifies the association between time to death and serum LDL.
c. Use the regression analysis in part a to perform a statistical test of the hypothesis that there is no association between time to death and serum LDL. Make clear which parameters you test and provide a two-sided p value.

To test the null hypothesis that there is no association between time to death and serum LDL, a post-regression command was used to test whether the parameter for the main effect of log-transformed serum LDL and all three interaction parameters are equal to zero. The Wald-based chi-square test with 4 degrees of freedom was 26.84, with a two-sided p-value <0.001. Based on (=0.05, this result suggests that we should reject the null hypothesis and conclude that there is a significant association between time to death and serum LDL.
d. Use the regression analysis in part a to perform a statistical test of the hypothesis that there is no association between time to death and race. Make clear which parameters you test and provide a two-sided p value.

To test the null hypothesis that there is no association between time to death and serum LDL, a post-regression command was used to test whether the dummy variables for the main effect of race and all three interaction parameters are equal to zero. The Wald-based chi-square test with 6 degrees of freedom was 42.40, with a two-sided p-value <0.001. Based on (=0.05, this result suggests that we should reject the null hypothesis and conclude that there is a significant association between time to death and race.
e. Use the regression analysis in part a to perform a statistical test of the hypothesis that there is no difference in the distribution of time to death between whites and blacks. Make clear which parameters you test and provide a two-sided p value. 

To test the null hypothesis that there is no difference in the distribution of time to death between blacks and whites, a post-regression command was used to test whether the dummy variable for the main effect of black race and the dummy variable for the interaction term involving black race were both equal to zero. Because whites are the reference group in both cases, testing these two parameters is sufficient to test if there is a diffrence between blacks and whites. The Wald-based chi-square test with 2 degrees of freedom was 1.23, with a two-sided p-value 0.542. Based on (=0.05, this result suggests that we should not reject the null hypothesis that there is no difference in the distribution of time to death between blacks and whites.
Problems 4 of the homework relates to the university salary dataset. 

4. We are interested in raises given to faculty hired in recent years. For this problem, restrict attention to faculty hired in 1990 or later and who started at the university within one year of the year in which they received their highest degree. In order to (at least in part) examine the patterns of raises given to faculty, we will model salaries by sex, calendar year, and an interaction between sex and calendar year. Use such a model to answer the following questions.

Methods: For these analyes, I recoded the year of degree of one male faculty member from 1996 to 1995. While it is possible that he was anticipating his degree in 1996, since the indicator is framed as “year highest degree attained,” I assume that it was asking about completed degrees and that this was a data entry error. Restricting the analysis to those who were hired in 1990 or later reduced the sample from 1,597 to 437, and restricting further to those hired within one year of the year in which they received their highest degree further reducted teh sample to 123 faculty. Since we don’t know when in the year faculty were hired or when they received their degree, I included those who received their degree a year before hire, although for some this might be more than 365 days. Of note 5 faculty received their highest degree two years after being hired and 14 received their degreee 1 year after. Those who received their highest dgree two years after were also dropped, as this is not within one year. This resulted in a sample of 118 faculty, 52.5% female.
a. Is there evidence of sex discrimination in the mean salary given in recent years? You do not have to provide full inference, but you should make clear the basis for your answer.

Based on a linear regression model adjusting for clustering on subject ID to account for repeated measures (and therefore using robust standard errors), there is not evidence of sex discrimination in the mean monthly salary given in recent years. To reach this conclusion, a post regression command was used to test whether the main effect of being female and the interaction term were both equal to zero. The resulting multiple partial F test statistic was 2.96, with p=0.056. Based on (=0.05, this result indicates that we don’t have sufficient evidence to reject the null hypothesis of no difference in mean monthly salary given to males and females hired in 1990 or later and who started within 1 year of completing their highest degree.
b. Is there evidence of sex discrimination in the geometric mean salary given in recent years? You do not have to provide full inference, but you should make clear the basis for your answer.

Based on a linear regression model on log-transformed salary and adjusting for clustering on subject ID to account for repeated measures (and therefore using robust standard errors), there is evidence of sex discrimination in the geometric mean monhtly salary given in recent years. To reach this conclusion, a post regression command was used to test whether the main effect of being female and the interaction term were both equal to zero. The resulting multiple partial F test statistic was 3.77, with p=0.026. Based on (=0.05, this result indicates that we should reject the null hypothesis in favor of a conclusion that, based on these data, there is sex discrimination in the geometric mean monthly salary given to males and females hired in 1990 or later and who started within 1 year of completing their highest degree.
c. What are the relative merits of the two models used in parts a and b?

The model used in part (a) has the advantage of producing estimates and fitted values that are easier to intepret. The model could be used to extrapolate how much more money the University would have had to pay women in order to make mean monthly salaries comparable. The model used in part (b) has the advantage of more closely approximating the data generation mechanism. Salaries increase multiplicativley over time, so using a geometric mean is more appropriate to capture the multiplicative nature of the outcome. 

d. If you answered parts a and b correctly, you accounted for the correlated observations used in the analysis. Compare that inference to what you would have obtained had you incorrectly treated the data as independent. In particular, consider whether these incorrect models would have tended to be conservative or anti-conservative when making inference about associations with sex. How would your answer differ when considering associations by year?

Had I not accounted for correlated observations due to repeated measures, the parameter estimates would be the same, but the inference would change. For inference on whether salaries differ by sex overall, I would have gotten standard errors that were artificially small, confidence intervals that were too narrow, and p-values that were two small. In other words, failing to account for repeated measures would produce anti-conservative estimates when making inference about differneces in salary by sex. This is becuase all individuals were always in the same sex and the repeated measures are added to obtain the statistic (mean salary in the period).  If I were looking at changes in salary over time between males and females (i.e. interpreting the interaction term alone), I would have gotten conservative estiamtes becasue the statistic is a contrast (difference) over time and not accounting for the clusters loses power.

Similarly, in making inference about associations by year, the estimates would have been conservative. Each participant contributes only one observation to each year, and we are looking at a constrast over time, such that the summary statistic is a difference. This leads to the SE, p-values, and CI being too big/wide in the model without accounting for correlated observations.
