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March 4, 2015
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Wednesday, March 11, 2014. See the instructions for peer grading of the homework that are posted on the web pages. 
Problems 1-3 of the homework relate to the dataset regarding MRI measurements of cerebral atrophy in elderly Americans (mri.doc and mri.txt). In this homework we will focus primarily on associations between mortality and serum LDL as possibly modified by race. 
1. Suppose we are interested in exploring whether any association between time to death and serum LDL is adequately modeled by a relationship in which the log hazard function is linear in LDL. I ask you to compare several different alternative models that allow nonlinearity. In part f, I ask you to plot fitted HR estimates from each of these models on the same axis. In order to have comparability across models, we need to use the same reference group:

Methods: Descriptive statistics for censoring distribution and the Kaplan-Meier estimates of the 10th, and 25th percentiles, as well as restricted mean time of follow up are shown in table 1. Number of cases, mean and SD are presented. LDL was categorized according to Mayo Clinic cut points at 11-69mg/dl, 70-99mg/dl, 100-129mg/dl, 130-159mg/dl, 160-247mg/dl, as well as log transformed continuous variable. Within the categories of LDL, KM estimates of survival were calculated and graphed and estimates of the 10th and 20th percentiles of the survival distributions and mean survival during a period that all LDL strata had some subjects at risk (5.75 years). Subjects missing LDL were excluded from the analysis (N=10).

Inference: Data was available for 735 subjects, and were followed for death of any cause an estimated 4.95 years (range 0.19 to 5.91 years). 131 deaths were observed. Serum LDL was not measured in 10 subjects. Mean LDL was 125.8 mg/dL (SD 33.6) overall at enrollment. Table 1 provides the baseline descriptive statistics with estimates of survival distribution within LDL strata and overall for 725 subjects with LDL measurements. On average, those in the 70-99mg/dl LDL group lived 5.30 years compared to those in 160-247 mg/dl group, who lived 5.36 years. Figure 1 shows the Kaplan meier survival estimates by LDL category.
Table 1. 

	Category
	11-69mg/dl
	70-99mg/dl
	100-129mg/dl
	130-159mg/dl
	160-247mg/dl
	all subjects (with LDL)

	N subjects
	22
	143
	228
	225
	107
	725

	N deaths
	10
	28
	44
	34
	15
	131

	10th percentile
	5.11 y 
	5.03 y
	5.02 y 
	5.02y
	5.05 y
	5.03 y

	25th percentile
	5.16 y
	5.08 y
	5.08 y
	5.10 y
	5.11 y
	5.09 y

	5.75 restricted mean survival
	5.33 y 
	5.30 y
	5.31 y
	5.35 y
	5.36 y 
	5.33 y


Figure 1. KM survival estimates by LDL category
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a. Fit a regression model in which you test for a linear relationship using a step function as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).
Answer a.  Methods: The distribution of time to death from any cause was compared across LDL strata using proportional hazards regression modeling serum LDL as a dummy variable, i.ldlctg, using categories listed above. Quantification of any association between all-cause mortality and LDL was summarized by the HRs comparing each of the higher LDL groups to the reference group of 11-69mg/dl and centered on LDL of 1mg/dl in order to reparameterize and decrease colinearity. Using the Huber-White sandwich estimator of the standard error to allow for the possibility of unequal variances, 95% CI and two-tailed p values were computed using Wald statistics. The linearity between serum LDL and log hazard function were effected using a model that included both the linear continuous untransformed LDL and the dummy variables to test for a nonzero association. Subjects missing LDL data at baseline were excluded.

Inference: Data was available for 725 subjects, mean LDL was x (SD x). During x years of observations, 131 subjected died. From proportional hazards regression analysis with serum LDL (centered on 1 mg/dl) and dummy variables, and using the Wald based p values reported with the regression parameter estimates and a 0.05 level of significance, we would estimate the instantaneous risk of death is 0.996, (95% CI 0.979-1.013) times as high for a group with 1mg/dl higher LDL. The hazard ratio is 0.456 (95% CI 0.185-1.124) for LDL between 70 and 99mg/dl, 0.508 (95% CI 0.150-1.722) for LDL 100-129mg/dl, 0.429 (95% CI 0.0828-2.227) for LDL 130-159mg/dl, and 0.465 (95% CI 0.0470-4.601) for LDL >160. We conclude there is a statistically significant difference in instantaneous risk of death from all causes and serum LDL (P=0.0073).  We reject the null hypothesis that there is no difference between death and serum LDL. The parital F test had p value of 0.6206 so according to this p value, we cannot conclude that there is evidence of a trend in hazard of death and LDL that is nonlinear.
b. Fit a regression model in which you test for a linear relationship using a quadratic polynomial as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).
Answer b.  Methods: The distribution of time to death from any cause was compared across LDL strata using proportional hazards regression modeling serum LDL as a quadratic variable and LDL centered around 1mg/dl. Quantification of any association between all-cause mortality and LDL was summarized by the HRs comparing to change in 1mg/dl LDL. Using the Huber-White sandwich estimator of the standard error to allow for the possibility of unequal variances, 95% CI and two-tailed p values were computed using Wald statistics. The linearity between serum LDL and log hazard function were effected using a model that included both the linear continuous LDL centered on 1mg/dl and the squared LDL variables to test for a nonzero association. Subjects missing LDL data at baseline were excluded.

Inference: Data was available for 725 subjects, 10 missing values. From proportional hazards regression analysis with serum LDL centered around 1mg/dl and LDL quadratic variables, groups differing by 1mg/dL LDL (LDL modeled continuously and centered on 1mg/dL), the instantaneous risk of death is 0.974 (HR = 0.974, 95% CI 0.956-0.993) times as high for the group with the higher LDL. The HR for LDL modeled quadratically is 1.000076 (95% CI 1.000-1.0002). P-value for the overall association of LDL and hazard of death is 0.0005, but the partial F-test reveals a p-value of 0.0550 for quadratic LDL model. Using the Wald based p values reported with the regression parameter estimates and a 0.05 level of significance, we would conclude there is a statistically significant difference in instantaneous risk of death from all causes and serum LDL (P=0.0005). The partial F test does not give evidence that there is a statistically significant relationship between LDL modeled quadratically and risk of death. However, we would reject the null hypothesis that there is no association between LDL and risk of death.
c. Fit a regression model in which you test for a linear relationship using a cubic polynomial as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).
Answer c.  Methods: The distribution of time to death from any cause was compared across LDL strata using proportional hazards regression modeling serum LDL as a cubic variable and LDL centered around 1mg/dl. Quantification of any association between all-cause mortality and LDL was summarized by the HRs comparing groups differing by 1mg/dl change in LDL. Using the Huber-White sandwich estimator of the standard error to allow for the possibility of unequal variances, 95% CI and two-tailed p values were computed using Wald statistics. The linearity between serum LDL and log hazard function were effected using a model that included both the linear continuous untransformed LDL and the cubic LDL variables to test for a nonzero association. Subjects missing LDL data at baseline were excluded.

Inference: Data was available for 725 subjects, 10 subjects had missing data. From proportional hazards regression analysis with serum LDL and LDL cubic variables comparing groups differing by 1mg/dl change in LDl, the instantaneous risk of death is 0.959 (HR = 0.959, 95% CI 0.910-1.011) times as high for the group with the higher LDL. The HR for LDL modeled quadratically is 1.0002 (95% CI 1.0000-1.001). The HR for LDL modeled cubically is 1.000  (95% CI 1.0000-1.0000). P-value for the overall association of LDL and hazard of death is 0.0143, but the partial F-test reveals a p-value of 0.1722 for LDL modeled as a cubic polynomial. Using the Wald based p values reported with the regression parameter estimates and a 0.05 level of significance, we would conclude there is a statistically significant difference in instantaneous risk of death from all causes and serum LDL (P=0.0143). We rejct the null hypothesis that there is no association between LDL and death but the parital F test does not give evidence of a relationship between LDL modeled cubically and risk of death.

d. Fit a regression model in which you test for a linear relationship using linear splines as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).
Answer d.  Methods: The distribution of time to death from any cuase was compared across LDL strata using proportional hazards regression modeling serum LDL as a linear splines over the intervals 0-69mg/dl, 70-99mg/dl, 100-129mg/dl, 130-159mg/dl, 160-399mg/dl and >=400 mg/dL and continuous LDL centered on 1mg/dl. Quantification of any association between all-cause mortality and LDL was summarized by the HRs comparing each of the higher LDL groups to the reference group of 0-70mg/dl. Using the Huber-White sandwich estimator of the standard error to allow for the possibility of unequal variances, 95% CI and two-tailed p values were computed using Wald statistics. The linearity between serum LDL and log hazard function were effected using a model that included both the linear continuous untransformed LDL and the dummy variables to test for a nonzero association. Subjects missing LDL data at baseline were excluded.

Inference: Data was available for 725 subjects, 131 subjects died, 10 subjects had missing data. From proportional hazards regression analysis with serum LDL fitting linear splines, comparing groups differing by 1mg/dL LDL (between each of the defined knots), the instantaneous risk of death is 0.978 (HR = 0.978, 95% CI 0.9603-0.9965) times as high for the group with the higher LDL when LDL is 0-70. For groups differing by 1mg/dL LDL, the instantaneous risk of death is 0.979 (HR = 0.979, 95% CI 0.9531-1.00625) times as high for the group with the higher LDL when LDL is 70-100. For groups differing by 1mg/dL LDL, the instantaneous risk of death is 0.999 (HR = 0.999, 95% CI 0.9778-1.0208) times as high for the group with the higher LDL when LDL is 100-130. For groups differing by 1mg/dL LDL, the instantaneous risk of death is 0.998 (HR = 0.998, 95% CI 0.9742-1.0225) times as high for the group with the higher LDL when LDL is 130-160. For groups differing by 1mg/dL LDL, the instantaneous risk of death is 0.994 (HR = 0.994, 95% CI 0.9655-1.0231) times as high for the group with the higher LDL when LDL is >160. P-value for the overall association of LDL and hazard of death is <0.0001, but the partial F-test reveals a p-value of 0.1172 for LDL modeled with linear splines. Using the Wald based p values reported with the regression parameter estimates and a 0.05 level of significance, we would conclude there is a statistically significant difference in instantaneous risk of death from all causes and serum LDL (P=<0.001) and reject the null hypothesis that there is no difference. The partial F test does not give evidence of a significant difference between LDL modeled with splines and risk of death.
e. Fit a regression model in which you test for a linear relationship using a logarithmic transformation as an alternative model. Briefly describe the model you fit and the parameters you evaluated to test the hypothesis that there were no departures from linearity. Provide a two-sided p value of the test. (Save fitted values for use in part f).

Answer e.  Methods: The distribution of time to death from any cause was compared across LDL strata using proportional hazards regression modeling serum LDL as a log transformed variable. Quantification of any association between all-cause mortality and LDL was summarized by the HRs comparing log LDL and continuous LDL centered on 1mg/dl. Using the Huber-White sandwich estimator of the standard error to allow for the possibility of unequal variances and 95% CI and two-tailed p values were computed using Wald statistics. The linearity between serum LDL and log hazard function were effected using a model that included both the linear continuous untransformed LDL and the log transformed variables to test for a nonzero association. Subjects missing LDL data at baseline were excluded.

Inference: Data was available for 725 subjects, 10 missing, 131 subjected died. From proportional hazards regression analysis with serum LDL fitting linear splines, comparing groups differing by 1mg/dL LDL (LDL modeled continuously and centered on 1mg/dL), the instantaneous risk of death is 1.0023 (HR = 1.0023, 95% CI 0.9924-1.012) times as high for the group with the higher LDL. The HR for log-transformed LDL was 0.3596 (95% CI 0.1805-0.7163).  P-value for the overall association of LDL and hazard of death is <0.0001, and the partial F-test reveals a p-value of 0.0036 for log-transformed LDL.  Using the Wald based p values reported with the regression parameter estimates and a 0.05 level of significance, we would conclude there is a statistically significant difference in instantaneous risk of death from all causes and serum LDL (P=0.0036) and reject the null hypothesis that there is no difference. According to the p value for the parital F test, we cannot conclude that there is evidence of a trend in log LDL and risk of death.

f. On the same set of axes, plot the fitted values from each of the above models, as well as a model that includes only the (centered) serum LDL values. Comment on the similarity and/or differences among these models. How might these results guide your choice of a particular model when investigating whether associations are not well described by a linear relationship?
Answer f. Figure 2 shows the fitted HR from all the relevant models. There does not appear to be much difference between the quadratic, cubic, linear spline fit, or log transformed models. The straight line model is more similar to the other models than the dummy variable model, which is the least linear. I would pick the centered or log-transformed LDL model as it is more precise and close to linear.

Figure 2. All terms for all-cause mortality and LDL modeled together
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2. Consider again a model exploring the associations between time to death and serum LDL when using linear splines. 
a. Explain the interpretation of the regression parameters in such a model
Answer 2a. For two groups having a LDL <70 mg/dL, we estimate that the group with the higher LDL would have a relative 2.2% lower instantaneous risk of death for each 1 mg/dL difference in the LDL between the two groups (HR = 0.978 per 1 mg/dL higher LDL within the stratum, with 95% CI 0.960 – 0.996, P = 0.019 (not adjusted for multiple comparisons).
For two groups, both having LDL between 70 and 99 mg/dL we estimate that the group with the higher LDL would have a relative 2.0% lower instantaneous risk of death for each 1mg/dL difference in the LDL between the two groups (HR = 0.980 per 1 mg/dL higher LDL within the stratum, with 95% CI 0.953 – 1.01, P = 0.139 (not adjusted for multiple comparisons).

For two groups, both having LDL between 100 and 130 mg/dL we estimate that the group with the higher LDL would have a relative 0.1% lower instantaneous risk of death for each 1 mg/dL difference in the LDL between the two groups (HR = 0.999 per 1 mg/dL higher LDL within the stratum, with 95% CI 0.978 – 1.02, P = 0.934 (not adjusted for multiple comparisons).

For two groups, both having LDL between 130 and 159 mg/dL we estimate that the group with the higher LDL would have a relative 0.2% lower instantaneous risk of death for each 1 mg/dL difference in the LDL between the two groups (HR = 0.998 per 1 mg/dL higher LDL within the stratum, with 95% CI 0.974 – 1.02, P = 0.875 (not adjusted for multiple comparisons).

For two groups, both having LDL between 160 and 247 mg/dL we estimate that the group with the higher LDL would have a relative 0.6% lower instantaneous risk of death for each 1 mg/dL difference in the LDL between the two groups (HR = 0.994 per 1 mg/dL higher LDL within the stratum, with 95% CI 0.966 – 1.02, P = 0.678 (not adjusted for multiple comparisons).

b. Is there evidence that the association between time to death and serum LDL is truly U-shaped? Explain your evidence.

Answer b. Based on the models of LDL and risk of death modeled with splines, there is no evidence of a U shaped association. The highest and lowest slopes/splines would have to have opposite direction with significant values. We found a significant P value for the lowest spline but not the highest.

3. Suppose we are interested in exploring the associations between time to death and serum LDL as possibly modified by race. In this problem you do not need to provide formal description of the methods or inference, though I do ask at times for specific inferential quantities.
a. Fit a model of time to death regressed on a log transformation of serum LDL, race, and their interaction. Provide an explicit interpretation of each parameter in your model (be sure to include the actual numeric value in your interpretation, but you do not have to provide CI or p values for this part).
Answer a. The slope (Bo) is e^0.4610 which is the difference in HR between those of the same race differing in LDL by 1 log unit LDL change.

The slope of each race category is the e^HR difference in HR between the stated group (blacks, asians, or other) and the reference group (whites) differing by 1 log unit LDL change.
The HR for each of the interaction terms are difficult to interpret but are the difference in differences of HRs between 1 log unit LDL change comparing whites to blacks, whites to asians, and whites to other.

b. Use the regression analysis in part a to perform a statistical test of the hypothesis that race does not modify the association between time to death and serum LDL. Make clear which parameters you test and provide a two-sided p value.

I tested the log-transformed LDL variable, race as a dummy variable, and the interaction term, race times log LDL. This was statisitically significant with P<0.001.

c. Use the regression analysis in part a to perform a statistical test of the hypothesis that there is no association between time to death and serum LDL. Make clear which parameters you test and provide a two-sided p value.

I tested the log transformed LDL and the p-value was significant at 0.0004.

d. Use the regression analysis in part a to perform a statistical test of the hypothesis that there is no association between time to death and race. Make clear which parameters you test and provide a two-sided p value.

I tested the race and the interaction term of race times log LDL, and the p-value was significant at 0.0452.

e. Use the regression analysis in part a to perform a statistical test of the hypothesis that there is no difference in the distribution of time to death between whites and blacks. Make clear which parameters you test and provide a two-sided p value. 
I tested race category 1, whites, and race category 2, blacks. The p-value was 0.644. I also tested the interaction term of whites times blacks, which had a p value of 0.602.
Problems 4 of the homework relates to the university salary dataset. 

4. We are interested in raises given to faculty hired in recent years. For this problem, restrict attention to faculty hired in 1990 or later and who started at the university within one year of the year in which they received their highest degree. In order to (at least in part) examine the patterns of raises given to faculty, we will model salaries by sex, calendar year, and an interaction between sex and calendar year. Use such a model to answer the following questions.

a. Is there evidence of sex discrimination in the mean salary given in recent years? You do not have to provide full inference, but you should make clear the basis for your answer.

Answer a. Based on a linear regression model, the difference in monthly salary for males was higher between 1990 and 1995. Among 443 observations, clustered by 116 individuals, the difference in monthly salary for females was -9574.22 (95% CI -17887, -1262). Females earned $754.96 (95% CI -10937- 9427) less than males, but it would not be surprising if the true difference in monthly salaries was between 10,937 less and 9,427 more than males. The partial F-test for an association of female sex and salary yields a 2-sided p-value of 0.096, which would not allow us to reject the null hypothesis that there is no association between sex and salary. There is, however, a significant association between year and salary, with a partial F-test that reveals p<0.0001.
b. Is there evidence of sex discrimination in the geometric mean salary given in recent years? You do not have to provide full inference, but you should make clear the basis for your answer.

Answer b. Based on a linear regression model of difference in geometric means, the difference in monthly salary for females was higher between 1990 and 1995 but was not statistically signficant. Among 443 observations, clustered by 116 individuals, the difference in geometric mean monthly salary for a male was 5.415 (95% CI 3.644, 7.186). Females earned 0.4688 (95% CI -2.6614, 1.7237) less geometric mean salary per month than males, but it would not be surprising if the true difference in monthly geometric mean salaries was between 2.6614 less and 1.7237 more than males. The partial F-test for an association of female sex and salary yields a 2-sided p-value of 0.6727, which would not allow us to reject the null hypothesis that there is no association between sex and salary. The partial F-test for an association of female sex and salary yields a 2-sided p-value <0.001, which would allow us to reject the null hypothesis that there is no association between sex and salary. 
c. What are the relative merits of the two models used in parts a and b?

Answer c. Modeling salary as a linear model may not take into account the multiplicative scale that can occur with percentage raises, in which case a geometric mean salary would be more precise. The benefit of mean salary is that it is more interpretable for inference when trying to understand the quantitative difference in salaraies between sexes.

d. If you answered parts a and b correctly, you accounted for the correlated observations used in the analysis. Compare that inference to what you would have obtained had you incorrectly treated the data as independent. In particular, consider whether these incorrect models would have tended to be conservative or anti-conservative when making inference about associations with sex. How would your answer differ when considering associations by year?
Answer d.When accounting for correlated observations, i.e. those with the same ID, then the estimate of the p values for the association between salary and sex is lower than if they were treated as independent observations and the 95% CI is wider and is anti-conservative. The estimates are unchanged in the two models and the inference doesn’t change since the p values are unchanged since they are both <0.05.
