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1. Provide suitable descriptive statistics pertinent to the scientific questions addressed in this homework.

Methods: The outcome of interest is whether or not a subject enrolled in the trial died. Descriptive statistics are presented for each of the two groups. The variables examined are the age and sex of the subject, the subject’s levels of serum bilirubin, and the total observation time for the subject. Note that bilirubin and age were measured at the time of randomization. Percentages are shown for the binary variables, while a continuous variable shows mean (standard deviation; max-min range). 106 subjects in the dataset were not enrolled in the clinical trial. These subjects are removed from the analysis. There were no missing observations across any of the variables. 
Results: On average, the subjects who died were slightly more likely to be male, and tended to be older than those who survived. They also had much higher mean bilirubin levels, and were not observed for as long as those who survived. 
	
	Vital status at end of observation

	
	Alive (n=185)
	Dead (dead dead dead) (n=125)

	Age at enrollment (yrs)

	47.73 (10.2; 52)
	53.24 (10.1; 46)

	Female (%)
	92.4%
	82.4%

	Bilirubin (mg/dl)
	1.68 (1.8; 12.7)
	5.63 (6.0; 27.7)

	Observation time (yrs)
	6.51 (2.7; 11.0)
	4.04 (3.0; 11.4)


Continuous variables are presented as mean (sd; max-min)
2. In prior homeworks using the Cardiovascular Health Study datasets, we were able to use logistic regression to investigate associations between mortality and various covariates. Why might such an approach not seem advisable with these data? (Consider the extent to which such analyses might be confounded and/or lack precision.)
In this dataset, subjects are observed for different lengths of time. We only have information on vital status by the end of the subjects’ follow-up. Therefore, we are more likely to observe a death in a subject who is followed for a long time than one who is observed for a short time. As such, a logistic regression on mortality and a covariate without accounting for observation time and the censoring present will not be sufficient to test for an association. 
3. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable. 
a. Include a full report of your inference about the association.
Methods: A Cox proportional hazards model was fit, regressing serum bilirubin levels on mortality over follow-up period. 

Inference: From the Cox proportional hazards model fit, it is estimated that a 1 mg/dl difference in serum bilirubin is associated with a 16% increase in risk of all-cause mortality for subjects with higher bilirubin. Based on a 95% confidence interval, this result would not be unusual if the true population hazard ratio was in between 1.13 and 1.19. A two sided p-value suggests that this result is highly significant at the 5% significant level (P < 0.0001). Therefore, we can reject the null hypothesis of no association between increased serum bilirubin and mortality.
b. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum bilirubin of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code

gen fithrA = HR ^ (bili – 1)

It could also be computed by creating a centered bilirubin variable, and then using the Stata predict command




gen cbili = bili – 1
stcox cbili
predict fithrA  
4. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous logarithmically transformed variable. 

a. Why might this analysis be preferred a priori?
If it is believed, a priori, that there is a multiplicative effect of serum bilirubin on mortality, this analysis would be preferred. In other words, if every constant difference of serum bilirubin could not be reasonably expected to result in the same change in mortality risk, then an additive model should not be used, and a log-transformation may be useful.
b. Include a full report of your inference about the association.
Methods: A Cox proportional hazards model was fit, regressing log-transformed (base 2) serum bilirubin levels on mortality over follow-up period. 

Inference: From the Cox proportional hazards model fit, it is estimated that a two-fold increase in serum bilirubin levels is associated with a 2.12-fold increase in mortality risk. Based on a 95% confidence interval, this result would not be unusual if the true population hazard ratio was in between 1.87 and 2.41. A two sided p-value suggests that this result is highly significant at the 5% significant level (P < 0.0001). Therefore, we can reject the null hypothesis of no association between increased serum bilirubin and mortality.
c. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum LDL of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code 
gen logbili = log(bili)

stcox logbili
fithrB = HR ^ (logbili)

(Note that the log(1) = 0 when using any base, so there is no need to rescale by the bilirubin values. Note also that you might want to use a different base in your logarithmic transformation in order to facilitate more natural reporting of effects.)  
5. One approach to testing to see whether an association between the response and the predictor of interest is adequately modeled by an untransformed continuous variable is to add some other transformation to the model and see if that added covariate provides statistically significant improved “fit” of the data. In this case, we could test for “linearity” of the bilirubin association with the log hazard ratio by including both the untransformed and log transformed bilirubin. (Other alternatives might have been bilirubin and bilirubin squared, but in this case our a priori interest in the log bilirubin might drive us to the specified analysis.) 

a. Provide full inference related to the question of whether the association is linear.
Methods: A Cox proportional hazards model was fit, regressing both untransformed and log-transformed (base 2) serum bilirubin levels on mortality over follow-up period. 

Inference: From the Cox proportional hazards model fit, the linear effect of serum bilirubin is not significant (P = 0.41) in the presence of the multiplicative effect, given by log-transformed serum bilirubin. Therefore, we cannot reject the null hypothesis of the association between increased serum bilirubin and mortality being nonlinear.
b. Again, save the fitted values from this model by obtaining the estimated HRs relative to a group with bilirubin of 1 mg/dl. (This will be used in problem 6.)
6. Display a graph with the fitted hazard ratios from problems 3 - 5. Comment on any similarities or differences of the fitted values from the three models.
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All models show an increasing trend in mortality risk by serum bilirubin. The linear model gives an exponentially curved shape, and the log model gives a linear shape, which is consistent with the parameterization of the Cox PH model. The linear-log model appears to be some weighted average of the linear and log models. 
7. We are interested in considering analyses of the association between all cause mortality and serum bilirubin after adjustment for age and sex.

a. What evidence is present in the data that would make you think that either sex or age might have confounded the association between death and bilirubin? (In real life, we would ideally decide whether to adjust for potential confounding in our pre-specified statistical analysis plan (SAP)).

From the descriptive statistics, we can see that the subjects who died were, on average, older and more likely to be male. In the data, the levels of bilirubin also differ across age and sex strata. Additionally, it does not make sense for age or sex to be “caused” by increased bilirubin levels, so they are not in the pathway of interest, nor are they surrogates for bilirubin. Therefore, it could be a good idea to treat them as confounders.
b. What evidence is present in the data that would make you think that either sex or age might have added precision to the analysis of the association between death and bilirubin? (In real life, we would ideally decide whether to adjust in our pre-specified SAP).

It is commonly known that increased age and male sex are risk factors for mortality. This is backed up by the descriptive statistics, where we can see that the subjects who died were, on average, older and more likely to be male. Hence, we can consider age and sex as precision variables, and it would be a good idea to adjust for them in our model. 
c. Provide full inference regarding an association between death and bilirubin after adjustment for sex and age.

Methods: A Cox proportional hazards model was fit, regressing log-transformed (base 2) serum bilirubin levels, age, and sex on mortality over follow-up period. 

Inference: From the Cox proportional hazards model fit, it is estimated that a two-fold increase in serum bilirubin levels is associated with a 2.11-fold increase in mortality risk, when holding age and sex constant. Based on a 95% confidence interval, this result would not be unusual if the true population hazard ratio was in between 1.86 and 2.39. A two sided p-value suggests that this result is highly significant at the 5% significant level (P < 0.0001). Therefore, we can reject the null hypothesis of no association between increased serum bilirubin and mortality.
8. Note that in the above analyses, we completely ignored the intervention in the RCT. What impact could this have had on our results?
We ignored that half the individuals were being treated at the time, and this could easily have been another factor that would be associated with mortality. It is also not implausible to think that the treatment could affect bilirubin levels in the subjects. Therefore, by ignoring the RCT intervention, we are ignoring a possible confounding variable. At the very least, including the treatment group in our model would probably have led to greater precision. 
