
Biost 518: Applied Biostatistics II
Biost 515: Biostatistics II
Emerson, Winter 2015
Homework #4
February 2, 2015
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 3:30 pm on Tuesday, February 10, 2015. See the instructions for peer grading of the homework that are posted on the web pages. 
This homework investigates associations between death from any cause and age, sex, and serum bilirubin in a population of patients with primary biliary cirrhosis who were enrolled in a randomized clinical trial (RCT) of D-penicillamine. The data can be found on the class web page (follow the link to Datasets) in the file labeled liver.txt. Documentation is in the file liver.doc. 
1. Provide suitable descriptive statistics pertinent to the scientific questions addressed in this homework.

Methods: The continuous serum bilirubin variable was re-coded into a binary categorical variable where serum bilirubin was divided into a 0.3-1.9 mg/dl group and 1.9+ mg/dl group.  Patients missing data for any other variable were excluded only form the analysis involved those variables.  Descriptive statistics are presented within groups defined by serum bilirubin group (0.3-1.9 mg/dl, 1.9+ mg/dl), as well as in the overall sample had measurements been available.  For continuous variables, such as age and observation time, we include that mean, standard deviation, quintiles, and minimum and maximum.  For binary variables, such as female gender and mortality status, we present percentages.  These variables were included as part of the descriptive statistics since variables such as morality status and observation time were related to the outcome of interest, and the variable, serum bilirubin was our predictor of interest.  Other variables, such as age and sex were included in the descriptive statistics to examine any potential role as confounding or precision variables.       
Results: Data is available on 418 patients with primary biliary cirrhosis (Table 1).  Of the 418 patients with information on serum bilirubin, 106 patients were missing data on sex.  None of these patients had missing data for more than one variable.  Data was available for 249 patients who had a serum bilirubin concentration between 0.3 – 1.9 mg/dl, while data was available for 169 patients who received had a serum bilirubin concentration greater than 1.9 mg/dl.  Among the total sample, the mean age was 50.7 years with female patients constituting about 88.5% of the sample.  Overall, the sample had a mortality proportion of about 38.5 percent.  Between the serum bilirubin groups, patients within normal bilirubin range (0.3 – 1.9 mg/dl) were, on average, older (50.9 years versus 50.5 years) than patients with a higher serum bilirubin concentration (>1.9 mg/dl).  Moreover, the group with a normal bilirubin range had higher proportion of female patients as compared to the higher bilirubin range group (91.2% versus 84.7%).  Finally, patients within a normal bilirubin range had a lower proportion of mortality as compared to the group with a higher bilirubin range (20.1% versus 65.7%).      
Table 1: Descriptive statistics according to serum bilirubin levels
	
	Mean (SD)
	Minimum
	25th percentile
	Median
	75th percentile
	Maximum

	Normal: Serum bilirubin [0.3-1.9 mg/dl]
	
	
	
	
	
	

	   Age, years (n=249)
	50.9 (10.2)
	26.8
	43.6
	51.5
	57.4
	76.7

	   Observation time, days (n=249)                        
	2301.12 (1041.9)
	191
	1447
	2216
	2995
	4795

	   Female, % (n=181)
	91.2 (28.5)
	
	
	
	
	

	   Mortality status, % (n=249)
	20.1 (40.1)
	
	
	
	
	

	High: Serum bilirubin [>1.9 mg/dl]
	
	
	
	
	
	

	   Age, years (n=169)
	50.5 (10.8)
	29.6
	42
	49.8
	58.6
	78.4

	   Observation time, days (n=169)                        
	1917.78 (1104.67)
	41
	733
	1191
	1690
	4453

	   Female, % (n=312)
	84.7 (36.1)
	
	
	
	
	

	   Mortality status, % (n=418)
	65.7 (47.6)
	
	
	
	
	

	Total 
	
	
	
	
	
	

	   Age, years (n=418)
	50.7 (10.4)
	26.3
	42.8
	51
	58.3
	78.4

	   Observation time, days (n=418)                        
	2013.07 (1123.78)
	41
	1092
	1730
	2615
	4795

	   Female, % (n=312)
	88.5 (31.9)
	
	
	
	
	

	   Mortality status, % (n=418)
	38.5 (48.7)
	
	
	
	
	


2. In prior homeworks using the Cardiovascular Health Study datasets, we were able to use logistic regression to investigate associations between mortality and various covariates. Why might such an approach not seem advisable with these data? (Consider the extent to which such analyses might be confounded and/or lack precision.)
Since we are using censored data, it would be more appropriate to using Kaplan-Meier survival estimates with non-informative censoring as opposed to logistic regression.  Though both in logistic regression and in the proportional hazards (PH) model, we examine odds, the PH model looks at odds of choosing subjects relative to prevalence in the population, which can be derived as estimating the odds ratio of an event at each time than an event occurs.  Therefore, the PH model averages the odds ratio across all observed event times, and if the odds ratio is constant over time between two groups, such an average results in a precise estimate of the hazard ratio.  With censored data, the PH model only has to consider covariates at the time of failure, which means that this model, as compared to logistic regression, can handle time-varying covariates.   
3. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable. 
Methods: Proportional hazards regression analysis was used to evaluate an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable.  Given that our outcome is binary (e.g., survival or death), we can use the classical mean variance relationship, rather than robust standard error estimates.  Patients with missing data on survival status were excluded from the analysis.          
Results: We estimate that for each 1 mg/dl unit difference in serum bilirubin, the instantaneous risk of death is 15.2% higher in the group with the higher serum bilirubin.  This estimate is statistically significant at the 5% level of significance (two-sided P-value < 0.0001).  The 95% confidence interval suggests that this result would not be unusual if a group that has a 1 mg/dl higher serum bilirubin might have an instantaneous risk of death that is between 12.1% higher to 18.5% higher than the group with lower serum bilirubin.
4. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous logarithmically transformed variable. 
This analysis would be preferred a priori because a constant difference in serum bilirubin would not be expected to confer the same in risk, which means that a multiplicative effect on risk may be a more appropriate assessment.  

Methods: Proportional hazards regression analysis was used to evaluate an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous, log2-transformed variable.  Given that our outcome is binary data (e.g., survival or death), we use the classical mean variance relationship, rather than robust standard error estimates.  Patients with missing data on survival status were excluded from the analysis.

Results: We estimate that for each doubling in serum bilirubin, the risk of death is 1.98 times higher in the group with the higher serum bilirubin.  This estimate is statistically significant at the 5% level of significance (two-sided P-value < 0.0001).  The 95% confidence interval suggests that this result would not be unusual if a group that has a serum bilirubin level twice as high as another might have a risk of death that was between 1.78 to 2.21 times as high as the group with the lower serum bilirubin level.  

5. One approach to testing to see whether an association between the response and the predictor of interest is adequately modeled by an untransformed continuous variable is to add some other transformation to the model and see if that added covariate provides statistically significant improved “fit” of the data. In this case, we could test for “linearity” of the bilirubin association with the log hazard ratio by including both the untransformed and log transformed bilirubin. (Other alternatives might have been bilirubin and bilirubin squared, but in this case our a priori interest in the log bilirubin might drive us to the specified analysis.) 

Methods: Proportional hazards regression analysis was used to test whether the association between mortality and serum bilirubin modeled as an untransformed continuous variable is an adequate model after adding log2-transformed serum bilirubin.  This model would then evaluate whether the added covariate provided statistically significant improved fit of the data.  Given that our outcome is binary data (e.g., survival or death), we use the classical mean variance relationship, rather than robust standard error estimates.  Patients with missing data on survival status were excluded from the analysis.

Results: We estimate that for each doubling in serum bilirubin, the risk of death is 2.27 times higher in the group with the higher serum bilirubin.  This estimate is statistically significant at the 5% level of significance (two-sided P-value < 0.0001).  The 95% confidence interval suggests that this result would not be unusual if a group that has a serum bilirubin level twice as high as another might have a risk of death that was between 1.81 to 2.85 times as high as the group with the lower serum bilirubin level.  These results, therefore, indicate that the association between all-cause mortality and serum bilirubin is linear because it is adequately modeled by the addition of a log2-transformed, continuous serum bilirubin variable that, at a 5% level of significance, results in a statistically significant model estimate.
6. Display a graph with the fitted hazard ratios from problems 3 - 5. Comment on any similarities or differences of the fitted values from the three models.

Figure 1. Fitted hazard ratios of continuous serum bilirubin, untransformed and log2-transformed 
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The above figure displays the fitted HR from all the relevant models.  There are differences between each model when the fitted HR are displayed on the graph.  Namely, the fitted HR values from the untransformed, continuous serum bilirubin (“fithrA”) does not display a linear trend, whereas the fitted HR values from the log transformed serum bilirubin (“fithrB”) and the fitted HR values from the model combined both the untransformed and log transformed bilirubin (“fithrC”) do show a linear association.  However, even between the two models (“fithrA” and “fithrC”) that do display a linear association, the slopes are different from one another, with the fitted HR values from the combined untransformed and log transformed bilirubin model having a larger slope than the fitted HR values from log transformed only bilirubin model.     
7. We are interested in considering analyses of the association between all cause mortality and serum bilirubin after adjustment for age and sex.

There is evidence in the data as presented in our descriptive statistics (Table 1) that sex may confound the association between death and bilirubin.  Based on serum bilirubin status (normal versus high), there is a difference in the proportion of patients who are female, which may suggest confounding due to sex.  As described earlier, the proportion of female patients is higher (91.2% versus 84.7%) for serum bilirubin within the normal range (0.3 – 1.9 mg/dl) as compared to the group in which serum bilirubin is in the higher range (>1.9 mg/dl).

There is evidence in the data as presented in our descriptive statistics (Table 1) that age may be adding precision to the analysis of the association between death and bilirubin.  Based on serum bilirubin status (normal versus high), the mean age between both groups is roughly the same (50.9 years versus 50.5 years), which suggests that including this variable into the model may help to tighten the confidence interval of the estimate and increase precision.  
Methods: Proportional hazards regression analysis was used to evaluate an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable.  Sex and age were included in the model as covariates.  Given that our outcome is binary (e.g., survival or death), we can use the classical mean variance relationship, rather than robust standard error estimates.  Patients with missing data on survival status were excluded from the analysis.          

Results: After adjusting for sex and age, we estimate that for each 1 mg/dl unit difference in serum bilirubin, the instantaneous risk of death is 16.2% higher in the group with the higher serum bilirubin.  This estimate is statistically significant at the 5% level of significance (two-sided P-value < 0.0001).  The 95% confidence interval suggests that this result would not be unusual if a group that has a 1 mg/dl higher serum bilirubin might have an instantaneous risk of death that is between 13.2% higher to 19.2% higher than the group with lower serum bilirubin.

8. Note that in the above analyses, we completely ignored the intervention in the RCT? What impact could this have had on our results?

By not including the intervention in the RCT as part of the analyses, we are potentially allowing confounding to bias our estimate.  The randomization that took place in order to assign patients to the different treatment arms (D-penicillamine versus placebo) should serve to equalize both groups according to the different variables, including serum bilirubin, age, sex, etc.  Therefore, by not including the intervention in the RCT, we are not taking advantage of the protection against confounding that the RCT design offers through randomization, and exposing our estimates to being biased by confounding.  

