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February 2, 2015
This homework investigates associations between death from any cause and age, sex, and serum bilirubin in a population of patients with primary biliary cirrhosis who were enrolled in a randomized clinical trial (RCT) of D-penicillamine. The data can be found on the class web page (follow the link to Datasets) in the file labeled liver.txt. Documentation is in the file liver.doc. 
1. Provide suitable descriptive statistics pertinent to the scientific questions addressed in this homework.

Methods: Descriptive summary statistics for the variables age, (mean, standard deviation, minimum and maximum), sex (percent) and the censoring observation time distribution (minimum, maximum, 10th, 50th (median) and 90th percentile and mean follow-up time) are presented by bilirubin level. For the purpose of descriptive statistics the variable serum bilirubin was presented over all as well as in categorized to represent a doubling of bilirubin level. The 10th and 20th percentiles represent Kaplan-Meier estimates and mean follow-up time was calculated as the area under KM estimate of censoring distribution survival curve. Subjects missing data on any variables were excluded from any analysis involving those variables. 
Results: The original dataset included 418 patients with primary biliary cirrhosis. One hundred and six patients were missing information on age; missing information was even distributed across bilirubin levels (38 in 0-0.9 mg/dl, 30 in 1-1.9 mg/dl, 15 in 2-3.9 mg/dl, 10 in 4-7.9 mg/dl, and 13 in > 8 mg/dl). No other information was missing for the variables included in this analysis. 
Table 1 presents descriptive statistics and survival estimates across groups defined by serum bilirubin level. Age is reasonably balanced across bilirubin levels. There appears to be a trend of decreasing proportion of women in groups with higher bilirubin levels, with exception of the greater than 8 mg/dl group. This is an indication of potential confounding by sex. The most notable trend is the decreasing survival probabilities and percentile of survival as groups increase in bilirubin levels on the multiplicative scale. This is also demonstrated in the Kaplan-Meier curves for each treatment group shown in Figure 1. 
Table 1: Descriptive statistics for participant characteristics and Kaplan Meier survival estimates by treatment arm. 
	
	Bilirubin Level

	
	0-0.9 mg/dl
(n=142)
	1-1.9 mg/dl
(n=107)
	2-3.9 mg/dl
(n=78)
	4-7.9 mg/dl
(n=48)
	> 8 mg/dl 
(n=43)
	All levels
(n=418)

	Female
	93.2%
	88.2%
	82.5%
	78.9%
	96.70%
	88.40%

	Age (yrs)1
	51.2 (9.80; 30.6-75)
	50.6 (10.8; 26.3-76.7)
	50.2 (11.4; 29.6-71.9)
	50.9 (11.6; 30.9-78.4)
	50.6 (8.8; 33.2-70.6)
	50.7 (10.4; 26.3-78.4)

	Deaths
	20
	30
	44
	32
	35
	161

	2 year survival probability
	96.5%
	95.3%
	84.6%
	77.0%
	60.5%
	88.0%

	8 year survival probability
	83.3%
	63.6%
	40.8%
	24.4%
	8.2%
	56.9%

	10th Pctile of survival
	5.72 yrs
	3.32 yrs
	1.51 yrs
	0.893 yrs
	0.211 yrs
	1.67 yrs

	20th Pctile of survival
	9.81 yrs
	5.78 yrs
	2.15 yrs
	1.63 yrs
	0.591 yrs
	3.15 yrs

	Restricted Mean of Survival
	10.79 yrs
	9.60 yrs
	6.07 yrs
	4.74 yrs
	2.87 yrs
	8.35 yrs


1Presented: Mean (SD; Minimum-Maximum); 106 patients are missing information on age. 
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Figure 1. Kaplan Meier survival estimates by baseline bilirubin level. 
2. In prior homeworks using the Cardiovascular Health Study datasets, we were able to use logistic regression to investigate associations between mortality and various covariates. Why might such an approach not seem advisable with these data? (Consider the extent to which such analyses might be confounded and/or lack precision.)
In previous homeworks were able to categorize death by 4 years because there was no censoring prior to 4 years. Analysis with a categorical variable allowed us to use logistic regression. Logistic regression would not be advisable with this data because of the censoring of the data early in the follow-up. The first censored observation occurred 1.45 years in follow up that lasted over 13 years. Using a categorical variable for death before or after 1.45 in this dataset is not very meaningful. 

3. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable. 
a. Include a full report of your inference about the association.
Methods: A proportional hazards regression analysis compares the distributions of time to death from any cause were compared across groups defined by serum bilirubin modeled as a untransformed continuous random variable. Hazard ratios assessing the association between all cause mortality and bilirubin levels were estimated from the regression model. Two sided-p values and 95% confidence intervals were computed using Wald statistics based on the Huber-White sandwich estimator. 
Results:  The proportional hazards regression estimates the instantaneous hazards in two groups differing by 1 mg/dl in baseline serum bilirubin to be 15.2% higher than the group with higher bilirubin level. A 95% confidence interval suggests that our estimate is not unusual if a group that has a 1mg/dl higher serum bilirubin has true instantaneous risk of death between 12.1% and 18.5% higher for the group with the higher bilirubin. These results are statistically significant (two sided pvalue < 0.001) when compared to alpha=0.05, allowing us to reject the null hypothesis that there is no association between risk of death from any cause and bilirubin levels. 
b.  See Problem 6. 
4. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous logarithmically transformed variable. 

a. Why might this analysis be preferred a priori?
You should determine the scale on which you want to assess bilirubin before the analysis so as not to bias the result by choosing the scale the best fits your data. Doing this once you see that data is at risk for multiple testing, searching for a significant result and type I error. 
b. Include a full report of your inference about the association.
Methods: A proportional hazards regression analysis compares the distributions of time to death from any cause were compared across groups defined by serum bilirubin modeled as a log base two transformed continuous random variable. Hazard ratios assessing the association between all cause mortality and log (base 2) bilirubin levels were estimated from the regression model. Two sided-p values and 95% confidence intervals were computed using Wald statistics based on the Huber-White sandwich estimator. 

Results:  The proportional hazards regression estimates the instantaneous hazards in two groups differing by a 2 fold change in baseline serum bilirubin to be 98.4 % higher risk of death than the group with higher bilirubin level. A 95% confidence interval suggests that our estimate is not unusual if the true instantaneous risk of death were between 1.78 and 2.21 times higher among a group having a two fold increase in baseline serum as compared to another group. These results are statistically significant (two sided pvalue < 0.001) when compared to alpha=0.05, allowing us to reject the null hypothesis that there is no association between risk of death from any cause and bilirubin levels. 

5. One approach to testing to see whether an association between the response and the predictor of interest is adequately modeled by an untransformed continuous variable is to add some other transformation to the model and see if that added covariate provides statistically significant improved “fit” of the data. In this case, we could test for “linearity” of the bilirubin association with the log hazard ratio by including both the untransformed and log transformed bilirubin. (Other alternatives might have been bilirubin and bilirubin squared, but in this case our a priori interest in the log bilirubin might drive us to the specified analysis.) 

a. Provide full inference related to the question of whether the association is linear.
Methods: A proportional hazards regression analysis compares the distributions of time to death from any cause were modeled using both a continuous untransformed bilirubin random variable and logistically base 2 transformed continuous random variable. The assessment of the association between instantaneous risk of death and continuous and log (base 2) bilirubin levels were performed using a Wald test that the regression coefficients were equal to zero. Two sided-p values for two degrees of freedom and 95% confidence intervals were computed using Wald statistics based on the Huber-White sandwich estimator. The assessment for nonlinearity of the association between all cause mortality from any cause and log (base 2) bilirubin was performed using a Wald test that the regression coefficient for the log (base 2) bilirubin term was zero.  Standard errors for the nonlinearity test used the Huber-White sandwich estimator.
Results: A test for nonlinearity based on the log (base 2) bilirubin term the proportional hazards regression model is statistically significant at alpha=0.05 (two sided p value < 0.001) for the Wald test that the coefficient is zero. This leads us to reject the null that the log hazard function that is linear in bilirubin sufficiently describes true association between the instantaneous risk of death from any cause and serum bilirubin levels.  
b. See problem 6
6. Display a graph with the fitted hazard ratios from problems 3 - 5. Comment on any similarities or differences of the fitted values from the three models.
Figure 2 displays the fitted hazard ratio values from the three models in problems 3-5. All three models produced similar estimates for very low bilirubin levels. The quadratic and the log model have very similar estimates until mid-range bilirubin levels, which clinically represent very higher levels. Still after the divergent the models still produced estimates in similar trajectories. The most notable difference is the linear model compared to the other two. Again it produced similar estimates at the very low levels of bilirubin which are clinically considered normal. However it quickly diverges from the other two models to produce a very U shaped curve.  
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Figure 2: Scatter plots of the fitted hazard ratio estimates relative to a group of having serum bilirubin of 1 mg/dl from three proportional hazards regression. One using only a linear continuous random variable for bilirubin, one only a logarithmically transformed term for bilirubin and one a quadratic model including both the linear and logarithmically transformed terms. 
7. We are interested in considering analyses of the association between all cause mortality and serum bilirubin after adjustment for age and sex.

a. What evidence is present in the data that would make you think that either sex or age might have confounded the association between death and bilirubin? (In real life, we would ideally decide whether to adjust for potential confounding in our pre-specified statistical analysis plan (SAP)).
Looking at table 1 sex appears to be a confounding variable seeing that the distribution changes across bilirubin levels. Sex appears to be associated with bilirubin levels and we know from other research that women tend to live longer than men overall indicating an association between sex and survival. This is also evident in Figure 3. 
Age does not appear to be a confounding variable. In table 1 we do not see a change in the age distributions across groups defined by bilirubin level. Without an association with the predictor of interest we would not consider age a potential confounding variable. 
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Figure 3: Kaplan-Meier survival estimates by sex. 
b. What evidence is present in the data that would make you think that either sex or age might have added precision to the analysis of the association between death and bilirubin? (In real life, we would ideally decide whether to adjust in our pre-specified SAP).
The scatter plot below roughly demonstrates an association between age and death in this dataset. Figure 4 demonstrates no association between age and bilirubin levels. An association with the outcome but not with the predictor is evidence that adding age would add precision to the analysis of the association between death and bilirubin.  
We determined that sex was a confounding variable in part a, and thus is not a precision variable. 
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Figure 4: Age vs observation time by censored or death. 
c. Provide full inference regarding an association between death and bilirubin after adjustment for sex and age.

Methods: A proportional hazards regression analysis compares the distributions of time to death from any cause were compared across groups defined by serum bilirubin modeled while controlling for sex and age. bilirubin is modeled as a logistically (base 2) transformed continuous random variable. Sex and age are modeled as binary and continuous, respectively, untransformed random variables. Hazard ratios assessing the association between all cause mortality and bilirubin levels while controlling for sex and age were estimated from the regression model. Two sided-p values and 95% confidence intervals were computed using Wald statistics based on the Huber-White sandwich estimator. 

Results:  The proportional hazards regression estimates the instantaneous hazards in two groups differing by 2 fold increase in baseline serum bilirubin while holding sex and age in the model constant.  The model estimates the instantaneous risk of death is 2.11 times higher for each 2 fold increase in serum bilirubin between two groups with similar sex and age. A 95% confidence interval suggests that our estimate is not unusual if a true instantaneous risk of death ratio between 1.84 and 2.42 times higher for the group with a 2 fold higher bilirubin while holding sex and age constant. These results are statistically significant (two sided pvalue < 0.001) when compared to alpha=0.05, allowing us to reject the null hypothesis that there is no association between instantaneous risk of death from any cause and bilirubin levels while holding sex and age constant. 

8. Note that in the above analyses, we completely ignored the intervention in the RCT? What impact could this have had on our results?
There may be effect modification or confounding of the association between bilirubin levels and survival by intervention group if the drug treatment actually works. Presenting the results as summary estimates is not biased but may not give the most accurate presentation of risk of death across levels of serum bilirubin in this study population. However, because we are conditioning on measurements taken before randomization and randomization of treatment itself protect us from confounding by treatment group. 
