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1. 

Methods: Descriptive statistics for the PBC (Primary Biliary Cirrhosis) data set are listed for all patients and patients stratified on censoring status. Continuous variables are given as mean +/- standard deviation, with the range of values and number of missing values noted. Binary variables are given as a percentage. For the purposes of this analysis we are only looking at a select set of variables which we will use to model associations between all cause mortality across all observed times, and serum bilirubin levels. The covariates of interest are age and sex. Observation time and censoring status are used to create a survival variable to compute hazard ratios and Kaplan-Meier curves. 

Bilirubin is log2 transformed to describe differences in bilirubin levels on a log based scale and make inferences about a 2-fold difference in bilirubin levels. The log2 transformed bilirubin values are grouped as -2 - 0 (low), 0 - 2 (mid), 2 - 4 (high) and 4+ (very high) to highlight differences in Kaplan-Meier curves for low, mid-range, high and very high levels of serum bilirubin in patients. 

Table 1: 
Descriptive Statistics for all patients and patients stratified on censoring status.

	
	All patients (n=418)
	Censored Patients (n=257)
	Patients Who Died (n=161)


	Age (yrs)
	50.7 +/- 10.5 (26.3-78.4)
	48.8 +/- 10.4 (26.3-78.4)
	53.9 +/- 9.81 (30.9-76.7)

	Sex (% female)
	88.5% (106 missing)
	92.5% (70 missing)
	82.4% (36 missing)

	Observation time (yrs)
	5.25 +/- 3.02 (0.11-13.1)
	6.18 +/- 2.74 (1.46-13.13)
	3.77 +/- 2.87 (0.112-11.47)

	Censored (%)
	61.5%
	-
	-

	Serum Bilirubin (mg/dL)
	3.22 +/- 4.41 (0.300-28.0)
	1.77 +/- 2.20 (0.300-18.0)
	5.54 +/- 5.84 (0.300-28.00)


Continuous variables are given as mean +/- SD (min-max) and binary variables are given as a percentage. Number of missing values, if applicable, is indicated.

Results: There are 418 patients in the PBC data set, 276 of whom are female, 36 of whom are male, and 106 of whom are missing data for sex. This data set was originally analyzed for results of a randomized controlled trial (RCT) where one group was given treatment and one group was given placebo. The 108 missing values for treatment status are not independent of the 106 missing values for sex in this data set. 

Descriptive statistics are shown in Table 1. Serum bilirubin is the predictor of interest in this analysis. Mean serum bilirubin for the entire data set (418 observations) is 3.22 +/- 4.41mg/dL, with a range of 0.300 to 28.0mg/dL. Mean age is 50.7 +/- 10.5 years with a range of 26.3 to 78.4 years. The mean observation time is 5.25 +/- 3.02 years with a range of 44 days to 13.1 years. Out of 418 patients 61.5% have censored values for vital status. 

Censored patients (those who were not observed to die during this study) tend to have a lower mean age (48.8 vs 53.9 years), have a longer mean observation time (6.18 vs 3.77 years), have a lower mean serum bilirubin level (1.77 vs 5.54mg/dL), and a higher percentage are women (92.5% vs 82.4%). 

Figure 1 shows Kaplan-Meier curves stratified by bilirubin on a log based scale. The group with low bilirubin has a substantially higher survival rate than other groups at all time points. The median survival for the mid range is about 9 years, the median survival for the high bilirubin group is about 4 years, and patients with very high bilirubin levels tend to have a lower survival probability at all time points than the three other subsets. 

Figure 1: Kaplan-Meier curves for groups stratified by log transformed bilirubin
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2
. In the PBC (Primary Biliary Cirrhosis) data set each person entered the study at a different time and has a different observation time based on censoring or death. Out of 418 total patients in this study, 257 have censored data, which we cannot plug into a logistic regression. By removing these data we are reducing our sample size, thus increasing the variance and reducing precision. Because of the nature of the data (see Table 1), we have informative censoring. Patients who are older or have a higher bilirubin value may be more likely to die, and are also more likely to be censored because they may be too ill to remain in the study. Our inferences for the outcome of interest could be confounded by informative censoring.

In the previous homework we dichotomized our death variable based on whether death occurred before or after a certain time point. In this data set we are more interested in time to death, which is a continuous variable, and we cannot do logistic regression unless our outcome of interest is binary. If we were to dichotomize the death variable we would drastically be changing our scientific question. 

3.

Methods: A proportional hazards regression is used to evaluate the instantaneous risk of death from any cause over the entire period of observation. Serum bilirubin, modeled as a continuous variable is our predictor of interest. Wald statistics, using the Huber-White sandwich estimator for robust standard errors, are used to calculate two-sided p values at a 0.05 critical value and 95% confidence intervals. 

a.

Inference: 
One unit increase in serum bilirubin corresponds to a 15% higher risk of death (hazard ratio 1.152). Our data would not be unusual if the true risk of death is between 12.1% - 18.5% higher for each unit increase in serum bilirubin. With a two-sided p value of <0.0001, we can reject the null hypothesis that there is no increase in risk of death for patients with a one unit increase in serum bilirubin in favor of a hypothesis suggesting patients with higher bilirubin levels have a higher risk of death. 

4. 

Methods: A proportional hazards regression is used to evaluate the instantaneous risk of death from any cause over the entire period of observation. Serum bilirubin, modeled as a continuous log2-transformed variable, is our predictor of interest. Wald statistics, using the Huber-White sandwich estimator for robust standard errors, are used to calculate two-sided p values at a 0.05 critical value and 95% confidence intervals. 

a. 

The log transformation of our predictor of interest, bilirubin, would be included in our model a priori because of prior knowledge that bilirubin concentration changes physiologically on log based scale. It makes more sense to compare a relative increase in serum bilirubin rather than an absolute increase. I chose to use a log base 2 to compare a 2-fold difference in serum bilirubin among patients in this data set. 

b. 

For a two-fold increase in serum bilirubin, there is a 98% increase in instantaneous risk of death (hazard ratio 1.98) by any cause. Our data would not be unusual if the true increase in risk of death for a two-fold increase in serum bilirubin is between 1.78 to 2.21-fold higher. With a two-sided p value < 0.0001 we can reject the null hypothesis that there is no increased risk of death for a two-fold increase in serum bilirubin in favor of a hypothesis suggesting patients with higher bilirubin levels have a higher instantaneous risk of death.

5. 

Methods: To assess which term provides a greater degree of linearity for the model of the association between the hazard ratio and serum bilirubin, I performed a proportional hazards regression with all cause mortality as the outcome of interest and untransformed bilirubin as the first prediction term, and log2-transformed bilirubin as the second prediction term. A Wald based test is used to determine whether the regression coefficients for unadjusted or log-transformed bilirubin are simultaneously zero. Robust standard error estimates are used.

a.

Inference: To assess whether each individual term contributes to the linearity of the model we must look at the p value for each term individually. With a p value of 0.148, the untransformed bilirubin term does not significantly influence the linearity of the model. The confidence interval for the hazard ratio coefficient (0.911-1.01) includes 1, and we cannot reject the null hypothesis that the coefficient is statistically different from 1. With a p value of <0.0001, the log-transformed bilirubin term is necessary for linearity of our model. The confidence interval for the hazard ratio (2.39-4.46) is statistically different from 1, meaning we can reject the null hypothesis that this term does not contribute to the linearity of the model. 

6
. Figure 2 shows 
the fitted hazard ratios from the three proportional hazards regression models. In each model there is a general trend for a higher instantaneous risk of death as serum bilirubin increases. The fitted values for the model which uses the untransformed bilirubin (model 1) values shows a U-shaped non-linear trend. The fitted values for the model which uses the log2 transformed bilirubin values (model 2) shows a linear trend. The fitted values for the model which uses both the untransformed and log2 transformed terms (model 3) has a curvilinear trend. Fitted values for model 3 trend towards those for model 1 until bilirubin values of approximately 15mg/dL, and then follow a curved trend inverse to the curved trend in model 2. 

Figure 2: Fitted Values for Linear, Log-transformed and Combined Models
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7. 

a.

Women in our sample have a greater range of bilirubin levels than men in our sample. It is possible that sex may affect bilirubin levels in ways that would not be in our pathway of interest, and therefore confound our model of association between death and bilirubin level. 

Age could potentially confound an association between death and bilirubin level because higher age is associated with all-cause mortality. Higher age may also be associated with higher bilirubin level, but in ways that are not related to PBC, and therefore not in our pathway of interest.

b.

As
 stated above, women in our sample have a greater range of bilirubin levels than men in our sample. There are 276 women and 36 men in our sample. If we do not treat sex as a precision variable and do not stratify across it, we are borrowing information from the larger sample of women in order to model the association between all cause mortality and serum bilirubin for the group of men. We may gain precision if we model the proportional hazards ratios for each group independently. 

It may be inferred from the nature of our data set that sex is associated with serum bilirubin. Of the 418 patients, 106 have missing values for sex, and 108 have missing values for treatment. These 106 patients with missing values for sex were not randomized into the trial. This implies that sex must be an important variable when formulating the scientific questions related to the association between all cause mortality and bilirubin level
. 

c.

Methods: A proportional hazards regression is used to model all cause mortality as the response, and log2 transformed bilirubin level as the predictor of interest. Wald statistics, using the Huber-White sandwich estimator for robust standard errors, are used to calculate two-sided p values at a 0.05 critical value and 95% confidence intervals. Age and sex are adjusted for in this model. Patients missing data for sex are excluded from the analysis. 

Inference
: In a model adjusting for age and sex, for every 2-fold increase in bilirubin the risk of all cause mortality increases 2.11-fold (hazard ratio 2.108). With a two sided p value of <0.0001 and a 95% confidence interval of 1.840-2.416, our data would not be unusual if the true increase in risk of all cause mortality given a 2-fold increase in bilirubin is between 1.84 to 2.42 times higher for patients with higher bilirubin levels. We can reject the null hypothesis that there is no difference in risk between patients with different levels of bilirubin in favor of a hypothesis that patients with higher bilirubin levels have an increased risk of death. The hazard ratio for this model is slightly higher than the hazard ratio from model 2, which is 1.98.

8. In 
this analysis we did not account for the fact that some patients were assigned to a drug and some assigned to a treatment arm in this randomized clinical trial. Randomization in a clinical trial is designed so that two similar cohorts are given treatment or placebo to determine whether there is an association between treatment and the outcome of interest. If there is no effect from treatment, the two cohorts should have a similar association between all cause mortality and serum bilirubin level. If treatment is shown to reduce the risk of all cause mortality it should be treated as a precision variable in this analysis.
�83/105; overall good work


�5/10


�I don't think using log levels is the best way to summarize the data descriptively


�No survival probabilities provided


�Categories should be based on bilirubin levels, not censorship status. This table doesn’t really give us much information


�OK, how are you using this information?


�See comments above


�Need to give values


�10/10


�& imprecision


�9.5/10


�Remember to describe your sample (i.e. # of deaths).
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�9.5/10; remember to describe sample
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�P-values?


�8/10


�How does this relate to our model, in particular? What is the best fit?


�4/10


�What does the data say?  What about probability of survival and sex?


�We can actually say that age is most likely not a confounder –see key


�3/10


�See key—it seems like you are describing an effect modifier here


�I think this is a strong implication and not exactly based on the data


�9.5/10


�Remember to describe data


�10/10
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