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Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Monday, February 9, 2014. See the instructions for peer grading of the homework that are posted on the web pages. 
On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Unless explicitly told otherwise in the statement of the problem, in all problems requesting “statistical analyses” (either descriptive or inferential), you should present both
· Methods: A brief sentence or paragraph describing the statistical methods you used. This should be using wording suitable for a scientific journal, though it might be a little more detailed. A reader should be able to reproduce your analysis. DO NOT PROVIDE Stata OR R CODE.
· Inference: A paragraph providing full statistical inference in answer to the question. Please see the supplementary document relating to “Reporting Associations” for details.
This homework investigates associations between death from any cause and age, sex, and serum bilirubin in a population of patients with primary biliary cirrhosis who were enrolled in a randomized clinical trial (RCT) of D-penicillamine. The data can be found on the class web page (follow the link to Datasets) in the file labeled liver.txt. Documentation is in the file liver.doc. 
1. Provide suitable descriptive statistics pertinent to the scientific questions addressed in this homework.

Methods for Descriptive Statistics:

Descriptive statistics are presented within groups defined by serum bilirubin levels. We believe that subjects should be described by their “normal”, “moderate”, and “high” serum bilirubin levels. Thus, we categorized bilirubin into three levels: ≥ 0.3 mg/dl and ≤ 1.1 mg/dl as normal; > 1.1 mg/dl and ≤ 5 mg/dl as moderate and > 5 mg/dl as high. Assuming that there are 365.25 days per year on average, observation time in days is converted to years. Descriptive statistics include mean, standard deviation, minimum, maximum and missing value count for continuous variables, and percentages and missing value count for categorical variables. The observed probability of survival from all-cause mortality by serum bilirubin categories is summarized using the Kaplan Meir method. In addition, using the Kaplan Meir estimates, survival distribution of time from study enrollment to death from any cause for subjects having serum bilirubin measurements at baseline was plotted. The purpose of categorizing bilirubin is to describe baseline characteristics and survival probabilities for this exercise only. In other analyses, bilirubin is used as a continuous variable. We will evaluate confounding and precision by looking at the summary descriptive of table 1. 
Descriptive statistics inference:

In this dataset, there are 418 subjects that were entered in the trial. None of the subjects had missing data on observation time, age and bilirubin measurements. Unfortunately, there are 106 (25.4%) subjects missing data on sex. We have decided to remove subjects with missing data from our analysis pertaining to the association between death and sex or for specific analyses when sex was entered in the model. (Please note that I have not excluded individuals if they have missing sex information in the questions where it is asked to look at the association between death from any case and bilirubin. But in the context of a question where sex needs to be included in the model, I have excluded individuals with missing sex information.) . Table 1 shows baseline characteristics of study population described by serum bilirubin levels. The mean (SD) age for subjects with normal bilirubin is 50.7 (10.2) years. The mean (SD) age for subjects with moderate bilirubin is 50.7 (10.9) years. The mean (SD) age for subjects with high bilirubin is 51.0 (10.2) years. For all participants, the mean (SD) age was 50.7 (10.4) years. On average individuals tend to be the same age across the three bilirubin categories and total bilirubin. To validate our assumptions, when looking at the association between serum bilirubin and mortality, age seems to be a precision variable rather than a confounder. This is because we do not see an association between age and bilirubin from table 1 but we know that age is causally associated with death from prior knowledge. Females make up of 94.7% in the normal, 82.0% in the moderate and 87.7% in high serum bilirubin categories. In total, women make up about 88.5% of the population at baseline. Judging from Table 1 only, we do not observe trend in the proportion of females across serum bilirubin categories. We do not observe an association between serum bilirubin and sex. However, since we know that sex is associated with mortality, we believe that it can be a precision variable. We will assess how the variance are changing for different values of our input. To assess effect modification of the association between bilirubin and death, we will look at the age and sex stratum specific analyses as will be discussed in problem 7 below. In this population, the total number of deaths were 161. Based on the Kaplan-Meier survival curve (Figure 1), overall survival was higher in participants with baseline bilirubin of normal level than participants with moderate level or high level. In addition, Table 2 shows that the 2 year, 5 year and 10 year survival probabilities are highest in the groups having normal serum bilirubin than others. This is reassuring also when we look at the survival plot, there is tendency for subjects with high bilirubin to die quickly than subjects with low bilirubin.
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Table 1. Baseline characteristics of study population described by serum bilirubin levels. 
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Table 2. Kaplan-Meier based estimates of distribution of time from study enrollment to death from any cause for subjects with baseline serum bilirubin. NA: unable to estimate 10 year probability for 5 mg/dl – 30 mg/l
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Figure 1: Kaplan-Meier based estimates of distribution of time from study enrollment to death from any cause for 418 subjects having serum bilirubin measurements at baseline.
2. In prior homeworks using the Cardiovascular Health Study datasets, we were able to use logistic regression to investigate associations between mortality and various covariates. Why might such an approach not seem advisable with these data? (Consider the extent to which such analyses might be confounded and/or lack precision.)
In those analyses, the scientific question was to assess death within certain time period (a period where vital status of the subjects is observed) and various confounders. This allowed binomial outcome to indicate if a person died within that time period or not. So, it would be valid to use logistic regression. However, in this analysis, logistic regression would estimate a confounded effect of covariates on mortality because mortality is a censored variable. Some subjects can drop out or can never be observed to die, i.e. we only know the lower bounds of the follow up times for censored observations but not their exact values. So, in this right censored data and in case of non-informative censoring, Kaplan Meir based estimates would be appropriate to quantify the association between covariates and mortality.
In this data, the vital status of the subjects is only observed to be 1.46 years. We can dichotomize death within 1.46 years variable and use logistic regression to determine the association between bilirubin and death within 1.46. However, 1.46 years is a very short time period. Maximum follow up time is about 13 years. About 10% died within 1.46 years of follow up, it is not informative to look at the association between death within 1.46 years and various covariates. We lack precision in this approach because the overwhelming majority in our data did not die within 1.46 years. 
3. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable. 
a. Include a full report of your inference about the association.
Methods: 
We compared the distribution of time to death from any cause across groups defined by serum bilirubin at baseline. Serum bilirubin was modeled as a continuous variable, and thus the survival distribution is graphed without categorizing the variable. We also modeled this random variable untransformed. Table 3 shows the descriptive statistics of serum bilirubin that includes our choice of summary measures; the mean, standard deviation, minimum, maximum and the 25th, 50th and 75th percentiles. The Kaplan-Meier estimates of survival are calculated and displayed in Figure 1. We calculated the restricted mean survival during a period of observation, the estimates of 10 and 20 year survival probabilities, as well as the 10th and 20th percentiles of the survival distribution. 
The instantaneous risk of death across these was compared by investigating the hazard ratio. Wald statistic was computed from the regression slope parameter and its standard error as estimated using the Huber-White sandwich estimator. Two-sided p value and 95% CIs were computed using the approximate normal distribution for Cox proportional hazards regression (Breslow method for ties) parameter estimates applying robust standard error estimation. The interpretation of estimates is based on the interest of looking at relative instantaneous risk of death for each 1 mg/dl increase in bilirubin levels. 
Inference:

We analyzed 418 subjects with complete data on serum bilirubin. All subjects were observed and none had missing serum bilirubin data. Over the entire period, 161 (38.5%) were observed to die. The mean serum bilirubin was 3.2 mg/dl (SD 4.4 mg/dl; range 0.3 – 28.0 mg/dl). The full summary on this variable is provided in problem 1. For each 1 mg/dl higher serum bilirubin, the estimated instantaneous risk of death is a relative 15.2% higher (hazard ratio = 1.152). Based on a 95% confidence interval, the observed difference in hazard is consistent with a true difference in hazard between 12.1% and 18.5% higher for a group having serum bilirubin 1 mg/dl higher when compared to a group having lower level of bilirubin. The observed results are unusual if there is no true difference in hazard for each 1 mg/dl increase in serum bilirubin (two-sided p-value < 0.001). 
Thus, we reject the null hypothesis that there is no association between serum bilirubin and all-cause mortality in favor of a tendency for higher hazard with higher serum bilirubin.  
b. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum bilirubin of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code

gen fithrA = HR ^ (bili – 1)

It could also be computed by creating a centered bilirubin variable, and then using the Stata predict command




gen cbili = bili – 1
stcox cbili
predict fithrA  
4. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous logarithmically transformed variable. 

a. Why might this analysis be preferred a priori?
There are pathophysiologic and empirical reasons to decide on whether or not serum bilirubin needs to be log transformed. The empirical reason to log transform it is that if we have prior studies or evidence that show that multiplicative scale elevation in bilirubin is much more indicative of increased risk of death. For example, I expect a multiplicative effect across serum bilirubin levels such that each doubling of serum bilirubin can be associated with a more constant hazard ratio. 
If we believe that this serum bilirubin measurement is deranged above the “normal” range that we typically see from a laboratory measurement, and log transforming it would capture the truly important differences in levels, then we want differences in the multiplicative scale. This is when we believe that a constant difference in bilirubin is not conferring same increase in risk. In this trial, serum bilirubin is measured from patients with primary biliary cirrhosis (PBC) with unknown etiology but affects the ability of the body to excrete bilirubin. We know that bilirubin is a marker of a more advanced disease, and PBC leads to death. If we believe that each “step” in disease progression should result in a multiplicative increase in bilirubin, it would be reasonable to log transform the variable. On scientific grounds, I consider the log fit as likely to be adequate. 
b. Include a full report of your inference about the association.
Methods: 
The instantaneous risk of death from any cause over the entire study period was compared across groups defined by serum bilirubin. This variable is modeled as a continuous logarithmically transformed variable and we used Cox proportional hazards regression (Breslow method for ties) parameter estimates applying robust standard error estimation for modeling.  We used the natural log transformation (Ln) when we transformed bilirubin. Statistical inference on the ratio of hazard as a function of serum bilirubin was based on the Wald statistic computed from the regression slope parameter and its standard error as estimated using Huber-White sandwich estimator. The two sided p-value and 95% CIs were computed using the approximate normal distribution for Cox proportional hazards regression parameter estimates. I am interested in doubling effect of serum bilirubin.
Inference:

As described above, we analyzed 418 subjects with complete data on serum bilirubin. All subjects were observed and none had missing serum bilirubin data. Over the entire period, 161 (38.5%) were observed to die. The mean serum bilirubin was 3.2 mg/dl (SD 4.4 mg/dl; range 0.3 – 28.0 mg/dl). The full summary on this variable is provided in problem 1. From the Cox proportional hazards model, the estimated hazard of death for each doubling in serum bilirubin was 1.98 (2.69log(2) = 1.98) times higher in the group with higher serum bilirubin. Based on a 95% CI, this observation is not unusual if the group that has bilirubin measurement twice as high as another may have hazard of death anywhere from 1.78 and 2.21 times as high as the group with lower bilirubin. The observed results are unusual if there is no true difference in hazard for each doubling of bilirubin (two-sided p-value < 0.001). Thus, we reject the null hypothesis that there is no association between serum bilirubin and all-cause mortality in favor of a tendency for higher hazard with higher serum bilirubin.
c. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum LDL of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code 
gen logbili = log(bili)

stcox logbili
fithrB = HR ^ (logbili)

(Note that the log(1) = 0 when using any base, so there is no need to rescale by the bilirubin values. Note also that you might want to use a different base in your logarithmic transformation in order to facilitate more natural reporting of effects.)  
5. One approach to testing to see whether an association between the response and the predictor of interest is adequately modeled by an untransformed continuous variable is to add some other transformation to the model and see if that added covariate provides statistically significant improved “fit” of the data. In this case, we could test for “linearity” of the bilirubin association with the log hazard ratio by including both the untransformed and log transformed bilirubin. (Other alternatives might have been bilirubin and bilirubin squared, but in this case our a priori interest in the log bilirubin might drive us to the specified analysis.) 

a. Provide full inference related to the question of whether the association is linear.
Methods:

In this analysis, we are interested in comparing the distribution of time to death from all cause  across groups defined by serum bilirubin as a linear term and serum bilirubin as a log term in one model using the Cox proportional hazard’s regression (Breslow method for ties). This method allows us to determine in what way our predictor is adequately modeled closely to the truth. We simultaneously modeled our untransformed bilirubin and log transformed bilirubin to quantify association with death. The natural log (Ln) was used to transform bilirubin. The p-values for the 2-degrees of freedom based on the Wald statistic was used. Huber-White sandwich estimation was applied. For the secondary test for non-linearity of association, the Wald test that determines if the regression coefficient for the log bilirubin term is zero. The standard errors for this test was also based on Huber-White sandwich estimation.
Inference:

There were 418 subjects analyzed and none had missing bilirubin data. Over the entire period, 161 (38.5%) were observed to die. The mean serum bilirubin was 3.2 mg/dl (SD 4.4 mg/dl; range 0.3 – 28.0 mg/dl). The full summary on this variable is provided in problem 1. From the Cox proportional hazards regression, we observe that there is statistically significant association between instantaneous risk of death and serum bilirubin when modeling a log transformed term (two sided p-value < 0.0001). In addition, the test for non-linearity when looking at the proportional hazards regression output for the log transformed term is statistically significant (p-value < 0.0001). Thus, we find a strong evidence suggesting that the log bilirubin adequately describes the true association between death and bilirubin, and that the association is linear.
b. Again, save the fitted values from this model by obtaining the estimated HRs relative to a group with bilirubin of 1 mg/dl. (This will be used in problem 6.)

6. Display a graph with the fitted hazard ratios from problems 3 - 5. Comment on any similarities or differences of the fitted values from the three models.
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Figure 2. Plot of fitted hazard ratios from proportional hazards regression models including an untrasformed serum bilirubin, log transformed bilirubin and a model that includes both untrasformed term and log transformed term. 

Inference based on the figure above:

The log transformed and the combined untransformed and log transformed fitted hazard ratios are very similar up to serum bilirubin level of about 13 mg/dl. All of the fitted models predict a generally upward trend with higher serum bilirubin. The untransformed fit and the log transformed fit hazard ratios have a monotonically increasing. The log transformed fit appears to be higher than the untransformed fit for serum bilirubin values of about 13 mg/dl and above. The log fit appears more linear than the other two fits.
7. We are interested in considering analyses of the association between all cause mortality and serum bilirubin after adjustment for age and sex.

a. What evidence is present in the data that would make you think that either sex or age might have confounded the association between death and bilirubin? (In real life, we would ideally decide whether to adjust for potential confounding in our pre-specified statistical analysis plan (SAP)). 
To assess if there is confounding by sex or age, we can assess if stratum specific estimates are closer to the null than unadjusted estimates; we can look at the association between death and bilirubin unadjusted, then adjusted for sex or age, respectively. The unadjusted hazard of death for each doubling in serum bilirubin was 1.98 times higher in the group with higher serum bilirubin (95% CI: 1.78 – 2.21). Please note that I already interpreted the 95% CI above. When sex is included in the model, the sex-adjusted hazard of death for each doubling in serum bilirubin was 2.13 times higher in the group with higher serum bilirubin (95% CI: 1.88 – 2.40). Since the confidence intervals from the unadjusted and sex-adjusted estimates somewhat overlap, I do not consider them to be very different. 
Thus, I consider sex to be a confounder, baring that about 24% of our subjects are missing sex information. In the age-adjusted model, for each doubling in serum bilirubin the hazard of death was 2.02 times higher in the group with higher serum bilirubin (95% CI: 1.79 – 2.27). The confidence intervals between the unadjusted and age-adjusted models overlap. Thus, I don’t consider that there is a difference between the unadjusted and age-adjusted. So, age is a confounder of the association between serum bilirubin and death.
In practice, I would have chosen causal diagrams and scientific hypothesis to argue that sex or age cause death, associated with serum bilirubin, and not in the causal pathway between serum bilirubin and death. Only then I would consider them to be confounders and adjust for them in my analysis. In this analysis, I don’t believe that there is a scientific explanation for the association between sex and bilirubin. I consider sex to be a precision variable and age to be a confounder. 
b. What evidence is present in the data that would make you think that either sex or age might have added precision to the analysis of the association between death and bilirubin? (In real life, we would ideally decide whether to adjust in our pre-specified SAP).

I do not prefer to look at the adjusted and unadjusted analysis to determine precision variables in models that are not collapsible, such as the proportional hazards regression. But, I am going to refer to table 1 and determine if either sex or age are associated with our predictor (bilirubin). From prior knowledge, we know that older people tend to die sooner than younger people, and survival probability for females is higher than for males. So, both sex and age are causally associated with death. If we look at Table 1, we do not observe a definitive trend of sex or age distribution across categories of bilirubin, i.e. mean age does not seem to change by bilirubin, and I don’t see a good evidence for change in the distribution of sex by bilirubin. Thus, I am tempted to say that both sex and age are precision variables because they are associated with death but not mortality.
I am however swayed by the argument that if we compare the adjusted and unadjusted models from part a) to determine if greater precision is achieved with smaller standard errors, we may see an evidence for precision. When we adjust for precision variables, the slope estimates are driven to the extreme (away from the null). And if on the other hand the unadjusted estimates are attenuated towards the null, we identify a precision variable. Since the confidence intervals overlap between adjusted and unadjusted hazard estimates, I do not observe a true attenuation or departure from the null. I do not consider sex or age to be precision variables based on the inference from this data. 
However, as I mentioned above, I consider sex to be a precision variable because there is scientific plausibility that sex is not associated with bilirubin but death. A precision variable is an independent “cause” of the outcome variable, i.e. it is associated with the outcome but not the predictor. Generally, we may have an interest to answer questions more precisely if the within group distribution is less variable. If we observe that variability is less when we compare groups that are similar with respect to precision variables.
c. Provide full inference regarding an association between death and bilirubin after adjustment for sex and age.
Methods: 
The instantaneous risk of death from any cause over the entire study period was compared across groups defined by serum bilirubin adjusting for age and sex. Serum bilirubin is modeled as a continuous logarithmically transformed variable and we used Cox proportional hazards regression (Breslow method for ties) parameter estimates applying robust standard error estimation for modeling.  We used the natural log (Ln) to transform bilirubin. Any individuals missing the predictor or covariate data are excluded from the analysis.  Statistical inference on the ratio of hazard as a function of serum bilirubin was based on the Wald statistic computed from the regression slope parameter and its standard error as estimated using Huber-White sandwich estimator. The two sided p-value and 95% CIs were computed using the approximate normal distribution for Cox proportional hazards regression parameter estimates.  I am interested in looking at the doubling effect of bilirubin. 
Inference:

We analyzed 312 subjects with complete data on serum bilirubin, sex and age. There are 106 (25.4%) subjects with missing sex information. The full summary on these variables is provided in problem 1. From the Cox proportional hazards model, the estimated hazard of death for each doubling in serum bilirubin adjusting for age and sex was 2.11 times higher in the group with higher serum bilirubin. In other words, for each doubling in serum bilirubin estimated hazard was 2.11 times higher in the group with higher serum bilirubin but similar age and sex status. Based on a 95% CI, this observation is not unusual if the group that has bilirubin measurement twice as high as another may have hazard of death anywhere from 1.84 and 2.42 times as high as the group with lower bilirubin. The observed results are unusual if there is no true difference in hazard for each doubling of bilirubin adjusting for sex and age (two-sided p-value < 0.001). Thus, we reject the null hypothesis that there is no association between serum bilirubin and all-cause mortality independent of sex and age in favor of a tendency for higher hazard with higher serum bilirubin.
8. Note tht in the above analyses, we completely ignored the intervention in the RCT? What impact could this have had on our results?
When we ignore intervention, we are treating this data collected from a randomized control trial study as if we are looking at a data from an observational study. Along with controls, we combined D-penicillamine arm that potentially had different responses due to treatment. This would introduce a bias when we look at what characteristics of this population predisposes them to death even though we are looking at baseline collected data. In other words, the drug may have an important impact on how we see an association between serum bilirubin and death. In a sense we are losing critical information from the treatment if we ignore intervention. I see this as a precision problem, where Type I error is inflated. The treatment is associated with the outcome but we don’t know if it is associated with bilirubin. 
In addition, in this 418 samples, if we do not ignore intervention, we have 308 subjects with data. We don’t know what has happened to those that have missing intervention data. We don’t know if the missings were benefiting or dying from the treatment or what other factors have affected them to be non-adherants (i.e. if they in fact did not adhere). The missing subjects also had missing sex information, which is an important indicator that there is something that caused missing. But, we still don’t know if they are missing at random or missing completely at random. Thus the missing treatment data aspect may have an impact on our analysis. If we ignore treatment and sex, we might benefit by having all 418 analyzed in our separate question. 

In general, it would be silly to ignore intervention when the plan in this study was to see the effect of treatment compared with placebo in a randomized control trial. What if treatment has an effect has an effect? we completely ignored the intervention.

