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1. The observations of time to death in this data are subject to (right) censoring. Nevertheless, problems 2 – 6 ask you to dichotomize the time to death according to death within 4 years of study enrolment or death after 4 years. Why is this valid? Provide descriptive statistics that support your answer.

Among the individuals who did not die during their follow-up, the minimum follow-up time is 1480 days, which is greater than 4 years. Hence, examining 4 year survival without using methods for censored data is valid, as no there was no censored data in that period.
2. Provide a suitable descriptive statistical analysis for selected variables in this dataset as might be presented in Table 1 of a manuscript exploring the association between serum CRP and 4 year all-cause mortality in the medical literature. In addition to the two variables of primary interest, you may restrict attention to age, sex, BMI, smoking history, cholesterol, and prior history of cardiovascular disease.
Methods: Serum CRP levels are categorized according to the Mayo Clinic’s definitions of risk for cardiovascular disease (below 1 mg/L, 1-3 mg/L, and above 3 mg/L). Descriptive statistics are presented for each category, and for the entire sample. An indicator variable was created for 4 year mortality, and the other variables examined are age, sex, BMI, smoking status, cholesterol, and prior cardiovascular disease (angina, MI, TIA, or stroke). Percentages are shown for the binary variables, while a continuous variable shows mean (standard deviation; range). 67 missing observations for serum CRP are removed from the analysis. Some subjects were missing data for certain variables; these were also removed as needed in computing descriptive statistics.
Results: Most subjects (n=3330) had 1-3 mg/L of CRP, with 428 having less than 1 mg/L and 1175 having above 3 mg/L. The table below displays the descriptive statistics for each group, and the overall sample. There is no evident trend in age across the groups; however, females were more likely to have above 3 mg/L of CRP (even accounting for the female skew in the entire dataset). Subjects with higher levels of CRP were also more likely to be smokers, and have a history of cardiovascular disease. They also tended to have higher BMI and cholesterol on average. Finally, the 4 year all-cause mortality rate is higher in the groups with higher CRP. 
	

	Blood C reactive protein (CRP)

	
	Below 1 mg/L

(n=428)
	1-3 mg/L

(n=3330)
	Above 3 mg/L

(n=1175)
	All Subjects

(n=4933)

	Age (yrs)
	73.45 (5.8; 29)
	72.74 (5.5; 35)
	72.74 (5.6; 28)
	72.8 (5.6; 35) 

	Male (%)
	45.6%
	43.3%
	37%
	42%

	Smoker (%)
	9.6%
	11%
	16.4%
	12.1%

	Prior CVD (%)
	18.2%
	21.5%
	28.8%
	22.9%

	BMI (kg/m2)
	23.82 (3.6; 23)
	26.39 (4.3; 38.5)
	28.45 (5.5; 43.5)
	26.66 (4.7; 44.1)

	Cholesterol (mg/dL)
	206 (40.5; 298)
	212.83 (38.57; 290)
	210.5 (40.4; 333)
	211.68 (39.2; 357)

	4 year mortality
	4.9%
	8.4%
	15.6%
	9.8%


3. Perform a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing mean CRP values across groups defined by vital status at 4 years.
Methods: Mean serum CRP was compared between subjects who died within four years of follow-up from any cause and those who survived. The difference in the means was tested with a two-sample t-test that allows for unequal variances in groups. A 95% confidence interval for the difference was calculated, also allowing for unequal variances.  
Results: Among the 484 subjects who died within four years, the mean CRP was 5.38 mg/L; the mean for the 4449 subjects who survived at least four years was 3.42 mg/L. The observed difference in means of 1.95 mg/L would not be considered unusual if the true difference in population means was between 1.21 mg/L and 2.70 mg/L higher CRP in subjects who died in four years, based on a 95% confidence interval calculated allowing for unequal variances. Additionally, this difference is statistically significant at a 5% significance level, under a t-test allowing for unequal variances (two-sided P < 0.00001). Therefore, we can reject the null hypothesis of equal mean CRP levels by vital status after four years with high confidence, in favour of there being an association between higher mean CRP levels and four year mortality. 
4. Perform a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing geometric mean CRP values across groups defined by vital status at 4 years. (Note that there are some measurements of CRP that are reported as zeroes. Make clear how you handle these measurements.)
Methods: Geometric mean serum CRP was compared between subjects who died within four years of follow-up from any cause and those who survived. In order to compute the geometric mean, the arithmetic mean of log-transformed data was taken. However, 428 subjects were reported as having 0 mg/L CRP. This was considered to be due to a lower limit of detection of 1 in the CRP measurement. As such, the CRP for these subjects was changed to 0.5 mg/L for the purposes of analyzing the geometric means. The difference in the arithmetic means of the log-transformed data was tested with a two-sample t-test that allows for unequal variances in groups. A 95% confidence interval for the difference was calculated, also allowing for unequal variances. The estimates and confidence interval were exponentiated in order to obtain valid inference for the geometric means.  
Results: Among the 484 subjects who died within four years, the geometric mean CRP was 2.97 mg/L; the mean for the 4449 subjects who survived at least four years was 2.03 mg/L. The observed ratio in geometric means of 46.38% higher CRP in subjects dying within four years would not be considered unusual if the true ratio of population geometric means was between 33.15% and 60.93% higher CRP in subjects who died in four years, based on a 95% confidence interval calculated allowing for unequal variances. Additionally, this ratio is statistically significant at a 5% significance level, under a t-test allowing for unequal variances (two-sided P < 0.00001). Therefore, we can reject the null hypothesis of equal geometric mean CRP levels by vital status after four years with high confidence, in favour of there being an association between higher geometric mean CRP levels and four year mortality. 
5. Perform a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing the probability of death within 4 years across groups defined by whether the subjects have high serum CRP (“high” = CRP > 3 mg/L).
Methods: The probability of death within four years was compared between subjects who had “high” serum CRP (greater than 3 mg/L) and those that did not. The difference in risk between the two groups was tested with Pearson’s chi-square test for independence. A 95% confidence interval for the difference was calculated with Wald statistics. 

Results: Among the 1175 subjects with greater than 3 mg/L CRP, 15.57% died within four years, while 8.01% of the 3758 subjects with less than or equal to 3 mg/L CRP died within four years. The observed difference of 7.56% lower probability of mortality in the subjects with lower CRP would not be considered unusual if the true risk difference was between 5.31% and 9.81% lower probability of mortality in the subjects with lower CRP after four years, based on a 95% Wald confidence interval. Additionally, this difference is statistically significant at a 5% significance level, under a chi-square test (two-sided P < 0.00001). Therefore, we can reject with high confidence the null hypothesis of equal probability of death after four years for subjects with and without high CRP levels, in favour of there being an association between higher CRP levels and four year mortality. 
6. Perform a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing the odds of death within 4 years across groups defined by whether the subjects have high serum CRP (“high” = CRP > 3 mg/L).

Methods: The odds of death within four years was compared between subjects who had “high” serum CRP (greater than 3 mg/L) and those that did not. The odds ratio was tested with Fisher’s exact test. A 95% confidence interval for the difference was calculated using Fisher’s exact methods. 

Results: Among the 1175 subjects with greater than 3 mg/L CRP, the odds of death within four years was 0.1845, while for the 3758 subjects with less than or equal to 3 mg/L CRP the odds of death within four years was 0.4720. The observed odds ratio of 0.4720 comparing the lower CRP group to the high CRP group would not be considered unusual if the true population odds ratio was between 0.3861 and 0.5782, based on a 95% confidence interval. Additionally, this difference is statistically significant at a 5% significance level, under Fisher’s exact test (two-sided P < 0.00001). Therefore, we can reject with high confidence the null hypothesis of equal odds of death after four years for subjects with and without high CRP levels, in favour of there being an association between higher CRP levels and four year mortality. 
7. Perform a statistical analysis evaluating an association between serum CRP and all-cause mortality over the entire period of observation of these subjects by comparing the instantaneous risk of death across groups defined by whether the subjects have high serum CRP (“high” = CRP > 3 mg/L).
Methods: The survival distributions were estimated and compared between subjects who had “high” serum CRP (greater than 3 mg/L) and those that did not. The differences in survival distribution between the groups was tested with the logrank test. The hazard ratio was computed through Cox proportional hazards regression, as was a 95% confidence interval.
Results: The following graph shows the estimated survival distributions for the subjects with high CRP (green) and lower than 3 mg/L CRP (red). It is clear that the survival probabilities are always higher for the latter group. The instantaneous risk of death for the high CRP group is estimated to be 68.7% higher than that for the lower CRP group. This observed hazard ratio of 1.687 would not be considered unusual if the true population hazard ratio was between 1.486 and 1.915, based on a 95% confidence interval. Additionally, the difference in survival distributions is statistically significant at a 5% significance level, under the logrank test (two-sided P < 0.00001). Therefore, we can reject with high confidence the null hypothesis that probability of survival is independent of CRP levels.
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8. Supposing I had not been so redundant (in a scientifically inappropriate manner) and so prescriptive about methods of detecting an association, what analysis would you have preferred a priori in order to answer the question about an association between mortality and serum CRP? Why?
It is more appropriate to condition on the CRP levels (as done in questions 5-7) instead of the mortality status (as done in questions 3 and 4), since these measurements would have been taken before death (if death occurred during follow-up). 

Additionally, dichotomizing the observation time into 4-year survival results in a loss of information, since the subjects were measured for different lengths of time, and censoring did occur after 4 years. This information should be taken into consideration by the analysis. 

An important feature of an analysis method is power, or the ability of the method to detect an association when one truly exists. If it were feasible to do power calculations for the different methods, using previously known information about the effect in question, then a method with high power should be selected.
It is also important for the analysis to be easily understood for its intended audience. For example, a two-sample t-test would be very simple to explain to most people, while an analysis based on Kaplan-Meier methods and/or Cox proportional hazards may require more technical knowledge. 

All of this considered, I believe the best method to use would be a Kaplan-Meier survival curve, and a fit Cox proportional hazards model. 

