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50.5
Biost 518: Applied Biostatistics II
Biost 515: Biostatistics II
Emerson, Winter 2015
Homework #1
January 5, 2015
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Monday, January 12, 2015. See the instructions for peer grading of the homework that are posted on the web pages. 
On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

In all problems requesting “statistical analyses” (either descriptive or inferential), you should present both
· Methods: A brief sentence or paragraph describing the statistical methods you used. This should be using wording suitable for a scientific journal, though it might be a little more detailed. A reader should be able to reproduce your analysis. DO NOT PROVIDE Stata OR R CODE.
· Inference: A paragraph providing full statistical inference in answer to the question. Please see the supplementary document relating to “Reporting Associations” for details.
Keys to past homeworks from quarters that I taught Biost 517 (e.g. HW #8 from 2012) or Biost 518 (e.g., HW #1 from 2014 or HWs #1, 3 from 2008) or Biost 536 (e.g. HW #3 from 2013)  might be consulted for the presentation of inferential results. Note that the requirement to provide a paragraph describing your statistical methods was new last  year, and thus keys prior to 2014 do not give explicit examples of a separate paragraph. However, many past keys provide this information as an introductory sentence.
All questions relate to associations between death from any cause and serum C reactive protein (CRP) levels in a population of generally healthy elderly subjects in four U.S. communities. This homework uses the subset of information that was collected to examine inflammatory biomarkers and mortality. The data can be found on the class web page (follow the link to Datasets) in the file labeled inflamm.txt. Documentation is in the file inflamm.pdf. The data is in free-field format, and can be read into R by 

read.table("http://www.emersonstatistics.com/datasets/inflamm.txt",header=T)

It can be read into Stata using the following code in a .do file. 
infile id site age male bkrace smoker estrogen prevdis diab2 bmi ///

systBP aai cholest crp fib ttodth death cvddth                    ///
using http://www.emersonstatistics.com/datasets/inflamm.txt 

Note that the first line of the text file contains the variable names, and will thus be converted to missing values. Similarly, there is some missing data recorded as ‘NA’, and those, too, will be converted to missing values. If you do not want to see all the warning messages, you can use the “quietly” prefix. You may want to go ahead and drop the first case using “drop in 1”, because it is just missing values.
Recommendations for risk of cardiovascular disease according to serum CRP levels are as follows (taken from the Mayo Clinic website):

	Below 1 mg/L
	Low risk of heart disease

	1 - 3 mg/L
	Average risk of heart disease

	Above 3 mg/L
	High risk of heart disease


1. The observations 
of time to death in this data are subject to (right) censoring. Nevertheless, problems 2 – 6 ask you to dichotomize the time to death according to death within 4 years of study enrolment or death after 4 years. Why is this valid? Provide descriptive statistics that support your answer.
The minimum time to censoring for patients who did not die in the study is 1480 days, which is just over four years.  Therefore, we know the mortality status of every patient up to 4 years, so can analyze the data without using Kaplan-Meier methods.

2. Provide
 a suitable descriptive statistical analysis for selected variables in this dataset as might be presented in Table 1 of a manuscript exploring the association between serum CRP and 4 year all-cause mortality in the medical literature. In addition to the two variables of primary interest, you may restrict attention to age, sex, BMI, smoking history, cholesterol, and prior history of cardiovascular disease.
	
	CRP Level

	
	Low (< 1 mg/L)
(n = 428)
	Average (1 – 3 mg/L)

(n = 3330)
	High (> 3 mg/)

(n = 1175)
	Any Level

(n = 4933)

	Age*
	73.5 ± 5.8 (65-94)
	72.7 ± 5.5 (65-100)
	72.7 ± 5.6 (65-95)
	72.8 ± 5.6 (65-100)

	BMI*
	23.8 ± 3.6 (15.6 – 38.6)
	26.4 ± 4.3 (14.7 – 53.2)
	28.5 ± 5.5 (15.3 – 58.8)
	26.7 ± 4.7 (14.7 – 58.8)

	Cholesterol*

	206.0 ± 40.5 (109.0 – 407.0)
	212.8 ± 38.6 (73.0 – 363.0)
	210.5 ± 40.4 (97.0 – 430.0)
	211.7 ± 39.2 (73.0 – 430.0)


	Sex (% male)
	46%
	43%
	37%
	42%

	Smoking exposure (% smoking)
	10%
	11%
	16%
	12%

	Prior history of CVD (% with prior history)
	18%
	21%
	29%
	23%

	Death within 4 years
	19%
	20%
	30%
	22%




* Data presented 
are mean ± standard deviation (minimum value – maximum value)
Of 5000 patients in the dataset, information about CRP level was available for 4933 of them.  Therefore, the 67 patients for whom no CRP data was available are excluded from this table and all subsequent statistical analyses.  Unfortunately, we have no way of knowing how this exclusion affects the analysis. The remaining 4933 patients were then divided by CRP level into low (CRP < 1; n = 428), average (CRP between 1 and 3; n = 3330), and high (CRP > 3; n = 1175) groups
.
As can be seen in Table 1, the majority of patients in each group were female; this was especially true in the high CRP group.  There were no major differences in age or cholesterol level between the groups, though the low CRP group had a lower average BMI than the average or high CRP groups.  A greater percentage of patients in the high CRP group were smokers compared to the other two groups, and more of them had a prior history of cardiovascular disease as well.  Finally, 4 year mortality was lowest in the low CRP group and highest in the high CRP group.

3. Perform
 a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing mean CRP values across groups defined by vital status at 4 years.
Methods: Using a t-test 
that does not assume equal variances, the mean CRP levels of those patients alive at 4 years and those patients who had died before 4 years of observation were compared
.  95% confidence intervals 
were also constructed without assuming equal variances.
Results:  The average CRP for those patients alive at 4 years was 3.33 mg/L, and the average CRP for those who died before 4 years of observation was 4.60 mg/L.  Therefore, the mean CRP level was 1.27 
mg/L lower in patients who were alive at 4 years, which would not be unusual if the true difference in 
CRP levels was between 0.82 mg/L and 1.73 
mg/L lower in patients who were alive at 4 years.  Using a t-test that does not assume equal variances, this result is statistically significant at a level of 0.05 (p < 0.00005
); therefore we confidently reject the null hypothesis that the mean CRP level is equal between the two groups.

4. Perform 
a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing geometric mean CRP values across groups defined by vital status at 4 years. (Note that there are some measurements of CRP that are reported as zeroes. Make clear how you handle these measurements.)
Methods: Using a t-test 
that does not assume equal variances, the geometric means of CRP levels in those patients still alive at 4 years of observation and those patients who had died before 4 years of observations were compared
.  This was done by log transforming the CRP values, averaging them, and then exponentiating the averages to construct 95% confidence intervals
.  Because several of the CRP measurements were listed as zero (and therefore cannot be log transformed in a meaningful way), all zero values were converted to 0.5 mg/L and then analyzed.

Results: The geometric mean for those patients alive at 4 years was 1.99 mg/L, and the geometric mean for those patients who had died before 4 years was 2.55 mg/L
.  Therefore, the difference in geometric means was 1.28 mg/L 
(lower the in the living group).  This difference would not be unusual 
if the true difference was between 1.20 and 1.37 mg/L 
lower in the living group.  Using a t-test that does not assume equal variances, this result was statistically significant
 (p 
value < 0.00005
).  Therefore, we reject the null hypothesis that the geometric means of the two groups was equal
.
5. Perform 
a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing the probability of death within 4 years across groups defined by whether the subjects have high serum CRP (“high” = CRP > 3 mg/L).
Methods: Using a cutoff of 3 mg/L, patients were divided into groups defined as low CRP (CRP <= 3 mg/L) and high CRP (CRP > 3 mg/L).  The 4-year mortality rate between those two groups were then compared 
using a chi-squared test for independence, with the Wald method used to construct 95% confidence intervals
.
Results: The 4-year mortality proportions were 20.2% for the low CRP group and 29.7% 
for the high CRP group; therefore, the proportion was 9.5% 
lower in the low CRP group.  This difference 
would not be unusual if the true difference in proportions was 6.4 to 12.5% 
lower in the low CRP group.  Using a chi-squared test for independence, this is a statistically significant difference (p < 0.00005

).  Therefore, we reject the null hypothesis that there is no difference in 4-year mortality between the two groups
.
6. Perform
 a statistical analysis evaluating an association between serum CRP and 4 year all-cause mortality by comparing the odds of death within 4 years across groups defined by whether the subjects have high serum CRP (“high” = CRP > 3 mg/L).
Methods: Using a cutoff of 3 mg/L, patients were divided into groups defined as low CRP (CRP <= 3 mg/L) and high CRP (CRP > 3 mg/L).  The odds of dying within 4 years was then calculated for each group, and the odds ratio compared to 1 using Fisher’s exact test.  A 95% confidence interval
 was also constructed using exact methods.

Results: The odds of dying with 4 years were 0.253 for the low CRP group and 0.422
 for the high CRP group.  Comparing high CRP to lo low CRP, then, the odds ratio was 1.67

.  This would not be unusual if the true odds ratio was between 1.44 and 1.93
.  This is a statistically significant result 


(p < 0.00005), therefore, we reject the null hypothesis that the odds ratio is equal to 1

.
7. Perform 

a statistical analysis evaluating an association between serum CRP and all-cause mortality over the entire period of observation of these subjects by comparing the instantaneous risk of death across groups defined by whether the subjects have high serum CRP (“high” = CRP > 3 mg/L).
Methods: Using a cutoff of 3 mg/L, patients were divided into groups defined as low CRP (CRP <= 3 mg/L) and high CRP (CRP > 3 mg/L).  The survival distribution for each group was then calculated using Kaplan-Meier methods.  The logrank test was used to test for differences between the two distributions, and a 95% confidence interval 
was constructed using Cox proportional hazard regression.
Results: The survival distributions of for each group are displayed in the image below.  Comparing 
high CRP to low CRP, the hazard ratio between the two groups was 1.69
.
  This would not be unusual if the true hazard ratio was between 1.49 and 1.92.  Using the logrank test, the difference between the survival distributions of the two groups is statistically significant 
(p 

< 0.00005).  Therefore, we reject the null hypothesis that the survival distributions between the two groups are equal.
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8. Supposing
 I had not been so redundant (in a scientifically inappropriate manner) and so prescriptive about methods of detecting an association, what analysis would you have preferred a priori in order to answer the question about an association between mortality and serum CRP? Why?
The predictor of interest in this case 
is CRP level, and the outcome is 4-year mortality.  Therefore, I would want to define groups based on CRP level, as was done for the latter analyses above (those involving proportions, odds ratio, and hazard ratio).  This is as opposed to the analyses performed using means and geometric means, which dichotomized the data based on 4-year mortality.
Odds ratios are more useful when the outcome is rare
, which is not necessarily the case in this dataset.  Furthermore, looking at survival distributions and hazard ratios in this case is not as useful, since the majority of patients survived up to 4 years
.

Therefore, I would prefer to use the method in question #5 – comparing the proportion of patients who died within 4 years between high and low CRP groups.  Although one could argue the definition of “low” and “high” CRP is somewhat arbitrary, we are provided with data that shows that a CRP > 3 mg/L is associated with heart disease, so these levels have been shown to be clinically meaningful, and therefore could be readily adopted for this study.
�Total score: 50.5 points (of 75)


�Score for Question 1: 5 points (of 5)


Comments: Your sentence structure is quite similar to the key’s but I think you change the wording enough to avoid plagiarizing last year’s key. Be careful on future homeworks not to look closely at the previous keys while writing up your own answers.


�Score for Question 2: 5.5 points (of 10)


Points for table layout: 2.5 (of 4); Comments: you did not include units and some of the variable names are shortened without explanation (CVD, BMI, CRP). Also, your use of significant figures is inconsistent and you used only 2 for percentages when you should probably have used 3.


Choice of descriptive statistics: 2 (of 3); Comments: you did not report the number of missing observations for any variable other than CRP. Also, your percentages for the last row are incorrect.


Discussion of findings: 1 (of 3); Comments: Your discussion of findings is mostly okay. However, you did not include a ‘Methods’ section. You do not explain where the ‘death within four years’ variable came from, how you handled missing data other than missing CRP measurements, nor your choice of descriptive statistics for binary variables.


More comments below…





�Units?


�You should make sure that your significant figures are consistent, at least across rows. In each of these cases you report one fewer sig fig for standard deviation while the key shows the same number of sig figs for the mean, standard deviation, min and max.


�These numbers are all incorrect.


�I’m not sure that using only two significant figures for these percentages is enough. The key reports three and it seems that may be more appropriate in the case than only reporting two.


�What about for binary variables? You do not explain anywhere what you are reporting for binary variables.  Although it is fairly obvious that you’re reporting percentages, this should be stated somewhere.


�Was there any other missing data? If so, how did you handle the missingness?


�Score for Question 3: 6.5 points (of 10)


Points for methods: 4 (of 5); Comments: make sure to mention how the means are being compared: ratio or difference? You only say this once later on as you interpret your CI but it should be more clear what your method of comparison is.


Points for reporting association: 2.5 points (of 5); Comments: The estimates that you provide are not correct. Also, it is not always clearly stated what method of comparison is being used and what summary measure is being calculated. You also do not say whether the t-test you performed was one- or two-sided. Finally, you should connect your conclusion back to the initial question: is there an association between death within 4 years and mean serum CRP?


�One-sided or two-sided?


�Difference or ratio? 


�Confidence intervals for what?


�These estimates are not correct


�True difference in mean CRP


�These numbers are incorrect


�One-sided or two-sided? Also, ‘Reporting Associations’ suggests that we do not report p-values less than 0.0001. 


�What do we conclude with regard to the initial question: is there an association between death within 4 years and mean serum CRP?


�Score for Question 4: 6 points (of 10)


Points for methods: 4 points (of 5); Comments: You need to state what method of comparison you’re using for the geometric means – ratio or difference? You also do not state if your test is one- or two-sided


Points for reporting association: 2 point (of 5); Comments: The structure of your paragraph is good, but your point estimates and confidence interval do not match the key. Also, you should be reporting the ratio of geometric means, not the difference. You do not state whether your p-value is one- or two-sided. Finally, you state that we reject the null hypothesis but do not state your conclusion in terms of the original question: is there an association between 4 year mortality and geometric mean CRP?


�One-sided or two-sided?


�Difference or ratio?


�Confidence intervals for what?


�These are incorrect


�You should be report the ratio of geometric means


�Need to state that this is based on a 95% confidence interval


�Should be looking at the ratio of geometric means. Also, even if you were to report the difference in geometric means (also this is not typical), the difference that you report is not the difference of the geometric means you give for the two groups so it’s unclear where this number is coming from.


�At what significance level?


�One- or two-sided?


�“Report Associations” recommends that you do not report p-values less than 0.0001


�And conclude…. Should state conclusion with regard to initial question: is there an association between death within four years and geometric mean CRP?


�Score for Question 5: 7.5 points (of 10)


Score for method: 4 points (of 5); Comments: overall this is good but you do not mention which method of comparison you are using: difference in proportions? Ratio of proportions?


Score for reporting association: 3.5 points (of 5); Comments: your estimates do not match those in the key but at least seem to be consistent with one another. Make sure to mention what summary measures you are comparing when you talk about ‘this difference.’ Also, you did not say whether your test is one- or two-sided. 


�How? Using a difference in proportions or ratio of proportions?


�Confidence intervals for what? … the difference in 4 year mortality probabilities?


�These estimates do not match the key


�This number does not match the key but is consistent with individual group estimates


�Difference in 4 year mortality probabilities


�These numbers do not match the key but seem reasonable based on the estimate you provided.. I’m not sure what is causing your estimates to differ so much from the key


�One or two sided?


�Typically we are encouraged only to report that the p-value is less than .0001


�And conclude what about the association between survival probabilities and serum CRP levels?


�Score for Question 6: 7.5 points (of 10)


Score for methods: 4.5 points (of 5); Comments: make sure to say what your 95% confidence interval is for..


Score for reporting association: 3 points (of 5); Comments: Your estimates do not match those on the key. You do not state whether your p-value is one-or two-sided and do not say at which significance level it is significant. Also, it would be nice if you could relate your conclusion back to the original question: not only do we conclude the odds ratio is not one, but what does this say about an association between CPR and 4 year mortality?


�For the odds ratio


�These point estimates are much higher than in the key…


�This is lower than the reported OR in the key though it is consistent with your individual group estimates


�


�These do not match the key


�At what significance level?


�Is your p value one or two sided?


�We are encouraged only to report that p < 0.0001


�How can you relate this conclusion back to the original question? Is there an association between odds of 4 year mortality and serum CRP levels?


�


�Score for Question 7: 8.5 points (of 10)


Score for methods: 4 points (of 5); Comments: You did not mention estimation of the hazard ratio nor that the confidence interval was for the hazard ratio.


Score for reporting association: 4.5 points (of 5); Comments: you do not state whether your p-value is one or two sided. Also, it would be nice if your conclusion related back to the original question: is there an association between serum CRP and all-cause mortality over the entire period of observation?


�


�Confidence interval for what? You do not mention estimating the hazard ratio either.


�Comparing subjects with high CRP to subjects with low CRP..


�


�In “Report Associations” it is suggested that we report two or three significant figures, not including the one. The key reports three, you report two.


�At what significance level?


�One- or two-sided?


�“Report Associations” suggests we only report that p<0.0001


�And what do we conclude with regard to the original question about an association between the probability of survival and serum CRP levels?


�Score for Question 8: 4 points (of 10)


Comments: You do not mention any of the points discussed in the key. You do say you choose to model CRP as the predictor and mortality as the response but do not explain why. I am not sure that your points about the usefulness of odds ratios and survival methods are entirely correct and/or relevant. Your final decision is consistent with the points you do make.


�Why? In some of the analyses above, CRP was our predictor and mortality the response. In other questions we used mortality as the predictor and CRP as the response. Why do you choose that CRP is the predictor?


�Why? I have not heard this before and you do not explain any further…; even if it is true, I’m not sure this is worth mentioning since you then go on to say that “this is not necessarily the case in this dataset”


�I’m not sure that this is true.. In this dataset we have censored observations so in fact I would say that these methods are very useful, otherwise we are essentially throwing out some of our data (i.e., we know the date at which many of our subjects died with more precision than just greater than or less than four years)






