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Emerson, Winter 2014

Homework #3: 82/108
Comments: Only 725 subjects were available for analysis. 
January 20, 2014

This homework builds on the analyses performed in homeworks #1 and #2, As such, all questions relate to associations among death from any cause, serum low density lipoprotein (LDL) levels, age, and sex in a population of generally healthy elderly subjects in four U.S. communities. This homework uses the subset of information that was collected to examine MRI changes in the brain. The data can be found on the class web page (follow the link to Datasets) in the file labeled mri.txt. Documentation is in the file mri.pdf. See homework #1 for additional information. 

1. Perform a statistical regression analysis evaluating an association between serum LDL and 5 year all-cause mortality by comparing the odds of death within 5 years across groups defined by whether the subjects have high serum LDL (“high” = LDL > 160 mg/dL). In your regression model, use an indicator of death within 5 years as your response variable, and use an indicator of high LDL as your predictor. (Only give a formal report of the inference where asked to.)
Methods: To evaluate an association between serum LDL and 5 year all-cause mortality we use a robust logistic model to compare the odds of death within 5 years across groups with “high” and low” serum low density lipoprotein. The data come from the MRI dataset, originally collected to examine MRI changes in an elderly population. The participants were 65 and older, and so conclusions should only be extrapolated to the elderly population. 725 participants of that study had LDL level and 5 year survival measurements. Survival was dichotomized to those who survived 5 years or more from study enrollment (the date of their MRI) and those who passed away before the 5 year mark. Participants were also divided into “high” and “low” LDL groups, where those with LDL levels of 160 or more were considered to be “high,” the rest “low.”  An indicator for death before five years was the response in our model, and an indicator for “high” LDL our predictors. No other covariates were considered. Wald-based estimates were used for p-value and confidence interval calculations. 

a. 3/3Is this a saturated regression model? Explain your answer.

This is a saturated model, as there are two groups and two parameters. The estimated odds for the “high” and “low” LDL groups will be precisely the observed sample odds.

b. 2/3For subjects with low LDL, what is the estimated odds of dying within 5 years? What is the estimated probability of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? Comments: sample proportion = 105/618
For subjects with low LDL, the model estimates the odds of dying within 5 years to be 0.2047. The estimated probability is thus 16.99%, exactly the same as the proportion of subjects with low LDL observed who died within 5 years. This was expected since it is a saturated model.

c. 2/3For subjects with high LDL, what is the estimated odds of dying within 5 years? What is the estimated probability of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 

For subjects with high LDL (at least 160mg/dL), the model estimates the odds of dying within 5 years to be 0.1584. The estimated probability is thus 13.68%, exactly the same as the proportion of subjects with high LDL observed who died within 5 years. This was expected from a saturated model. Comments: sample proportion = 14/107
d. 7/10Give full inference regarding the association between 5 year mortality and high LDL levels. How does this differ from the inference that was made on problems 5 and 6 of homework #1? What is the source of any differences?

When comparing elderly people with high and low serum LDL levels (as described above), the odds of dying within 5 years is estimated to be 22.6% lower for those with high LDL levels as those with low LDL (an odds ratio of 0.7740). However, this observed difference is not statistically significant form an odds ratio of 1 (two-sided p-value 0.377), with a 95% confidence interval suggesting the observed odds ratio would be typical if the true odds of dying within 5 years of study enrollments was anywhere between 56.1% lower and 36.6% higher for the subjects with low LDL versus those with high LDL. For this we fail to reject the hypothesis that there is a difference in the odds of survival between the high and low LDL groups. 

The same conclusion (fail to reject null hypothesis of no association) was reached using logistic regression as in homework 1. In problem 5 the probability of death was compared using Pearson’s Chi squared test. So although the conclusion is the same while p-value and confidence interval for the odds ratio is slightly different because of differences in degrees of freedom. Comments: The estimated odd ratio is 0.735. The two sided p value is 0.315. 95% confidence interval for odds ratio should be reported . 
e. 3/3How would the answers to parts a-c change if I had instead asked you to fit a logistic regression model using the indicator of death within 5 years as your response variable, but using an indicator of low LDL as your predictor? What if we had used an indicator of survival for at least 5 years as the response variable?

If the predictor had been an indicator of low LDL instead of an indicator of high LDL, the model would simply be a reparametrization of the model above. The estimates (odds ratio, odds, CI) would be the same for both high and low LDL groups, but the intercept would be different. The coefficient on the predictor would be the reciprocal of the odds ratio in the model above. 

If the response had been the indicator of survival at least 5 years, instead of death within 5 years, the model would simply be a reparametrization of the model above, and so the intercept coefficient would be different, but estimated odd ratio, odds for each group, and confidence intervals would be the same. 

f. 3/3In parts a-d of this problem, we described the distribution of death within 5 years across groups defined by LDL level. What if we fit a logistic regression model mimicking the approach used in problems 1 – 4 of homework #2, where we described the distribution of LDL across groups defined by vital status? How would our answers to parts a-c change? 

If we fit a logistic model with the response as an indicator for high LDL (as described above) and as a predictor an indicator for dying within 5 years, the estimated slope would be the same, as would therefore be the estimate and confidence intervals for the odds ratio between the two groups. However, the intercept would be different, and be instead the log of the odds of having high LDL given that the person survived past 5 years. The odds requested in parts b and c cannot be computed from this model.
2. Perform a statistical regression analysis evaluating an association between serum LDL and 5 year all-cause mortality by comparing the differences in the probability of death within 5 years across groups defined by whether the subjects have high serum LDL (“high” = LDL > 160 mg/dL). In your regression model, use an indicator of death within 5 years as your response variable, and use an indicator of high LDL as your predictor. (Only give a formal report of the inference where asked to.)

Methods: A robust linear regression was used to evaluate the association between probability of death within 5 years of study enrollment and presence of LDL at a high level. Maximum likelihood estimates were found. An indicator variable of death within 5 years was used as the response, and an indicator of high LDL level as the predictor (note that LDL was defined as in question 1). A robust linear estimate was used to partially compensate for the mean-variance dependence, but caution must still be taken when interpreting confidence intervals. Maximum likelihood estimates were used for the point estimates, and Wald confidence intervals for the estimates were found. 
a. 3/3Is this a saturated regression model? Explain your answer.

This is a saturated model because we have two parameters and two probabilities we are estimating. The estimated probability of death for those with high LDL will be exactly the probability observed in the sample. The same for those with low LDL. 

b. 2/3For subjects with low LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? Comments: More explanation needed regarding how to get these number from regression output.
The estimated probability of dying for subjects with low LDL was 0.1699, which leads to an estimated odds of dying within five years of 0.1410. These are both exactly the same as in our sample. 

c. 2/3For subjects with high LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? Comments: More explanation needed regarding how to get these number from regression output.
The estimated probability of dying for subjects with high LDL was 0.1368, which leads to an estimated odds of dying within five years of 0.1585. These are both exactly the same as in our sample.
d. 7/10Give full inference regarding the association between 5 year mortality and high LDL levels. How does this differ from the inference that was made on problems 5 and 6 of homework #1? What is the source of any differences? Comments: The mean difference is tested in a linear regression. Thus we would prefer report point estimate as the mean difference. The two sided p value =0.278. The 95% confidence interval is (-0.11, 0.316).
When studying elderly people with high and low serum LDL levels (as described above), the probability of dying within 5 years is estimated to be 13.68% for those with high LDL levels, and 16.99% for those with low LDL. In other words, the probability of dying within 5 years is 3.31% lower (in absolute terms) for those with high LDL levels (>160mg/dL) that for those with low LDL. However, this observed difference in probabilities between the groups is not statistically significant (two-sided p-value 0.347), with a 95% confidence interval suggesting the observed difference in probabilities would be typical if the true difference in the probability of dying within 5 years of study enrollment for elderly with high and low LDL levels was anywhere between 10.23% lower and 36.00% higher for the subjects with low LDL versus those with high LDL. For this we fail to reject the hypothesis that the difference in the probability of survival past 5 years between the high and low LDL groups is 0.

The same conclusion (fail to reject null hypothesis of no association) was reached using logistic regression as in homework 1. In problem 6 6 of homework 1 we compared the odds using  Fisher’s exact test, so although the point estimate and conclusion is the same, the p-value and confidence interval for the odds ratio is slightly different.
e. 3/3How would the answers to parts a-c change if I had instead asked you to fit a regression model using the indicator of death within 5 years as your response variable, but using an indicator of low LDL as your predictor? What if we had used an indicator of survival for at least 5 years as the response variable?

The answers to a-c would be exactly the same with a model in which the predictor was an indicator of low LDL instead of an indicator of high LDL. The slope would be the same magnitude (.03315) but opposite sign as the model with the indicator being high LDL. 

If we used an indicator for survival at least five years as the response (instead of an indicator for dying within 5 years), the would still have the same answers for parts a-c, as the probability of dying is complementary to the probability of surviving.
f. 3/3In parts a-d of this problem, we described the distribution of death within 5 years across groups defined by LDL level. What if we fit a regression model mimicking the approach used in problems 1 – 4 of homework #2, where we described the distribution of LDL across groups defined by vital status? How would our answers to parts a-c change?
A model in which we use as the response LDL levels measured continuously in mg/dL, and the predictor an indicator of death within 5 years would still be saturated, as the model would estimate the mean LDL level for high and low LDL groups to be exactly what the sample mean is, and there are two groups and two parameters in the model. Parts b and c cannot be answered with this model. 
3. Perform a statistical regression analysis evaluating an association between serum LDL and 5 year all-cause mortality by comparing the ratios of the probability of death within 5 years across groups defined by whether the subjects have high serum LDL (“high” = LDL > 160 mg/dL). In your regression model, use an indicator of death within 5 years as your response variable, and use an indicator of high LDL as your predictor. (Only give a formal report of the inference where asked to.)
Methods: A robust Poisson regression was used to evaluate the association between probability of death within 5 years of study enrollment and presence of LDL at a high level by comparing the ratio of the probability of death within 5 years across groups defined by whether the level of LDL in the subjects. An indicator variable of death within 5 years was used as the response, and an indicator of high LDL level as the predictor (note that LDL was defined as in question 1). Maximum likelihood estimates were used for the point estimates, and Wald confidence intervals for the estimates were found. 
a. 3/3Is this a saturated regression model? Explain your answer.
This is a saturated model because we have two parameters and two probabilities we are estimating. The estimated probability of death for those with high LDL will be exactly the probability observed in the sample. The same for those with low LDL. Furthermore, the estimated ratio of probabilities will also be the sample risk ratio.  
b. 2/3For subjects with low LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 
The estimated probability of dying for subjects with low LDL was 0.1699, which leads to an estimated odds of dying within five years of 0.1410. These are both exactly the same as in our sample. 
c. 2/3For subjects with high LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 
The estimated probability of dying for subjects with high LDL was 0.1368, which leads to an estimated odds of dying within five years of 0.1585. These are both exactly the same as in our sample.
d. 7/10Give full inference regarding the association between 5 year mortality and high LDL levels. How does this differ from the inference that was made on problems 5 and 6 of homework #1? What is the source of any differences? Comments: The observed ratio is 0.770. The two sided p value =0.321. The 95% confidence interval is (-0.11, 0.316).
A Poisson model based on an elderly population of 735 suggests that the risk ratio of the probability of death within 5 years of study enrollment across groups defined by high and low LDL levels is not different from 1. The probability of dying within 5 years is estimated to be 13.68% for those with high LDL levels, and 16.99% for those with low LDL. This leads to an estimated risk ratio of 0.8049. However, this observed risk ratio in probabilities between the groups is not statistically significant (two-sided p-value 0.383), with a 95% confidence interval suggesting the observed risk ratio would be typical if the true risk ratio of the probability of dying within 5 years of study enrollment for elderly with high and low LDL levels was anywhere between .4942 and 1.311 for the subjects with low LDL versus those with high LDL. For this we fail to reject the hypothesis that the risk ratio of not surviving 5 years between subjects with high and low LDL is 1.

The same conclusion (fail to reject null hypothesis of no association) was reached using logistic regression as in homework 1. In problem 5 the probability of death was compared using Pearson’s Chi squared test. So although the conclusion is the same while p-value and confidence interval for the odds ratio is slightly different because of differences in degrees of freedom.
e. 2/3How would the answers to parts a-c change if I had instead asked you to fit a regression model using the indicator of death within 5 years as your response variable, but using an indicator of low LDL as your predictor? What if we had used an indicator of survival for at least 5 years as the response variable? Comments: It’s not okay to shift the response variable.
If we keep the response the same but instead use an indicator for low LDL instead of high LDL, the risk ratio estimated has the same magnitude, but opposite sign, and the CI changes accordingly (aka only in sign). The model is still saturated, and the predicted probabilities remain the same. 

If the predictor in again the indicator of high LDL but the response is not an indicator for survival instead of death within 5 years, the model is still saturated, and it is a reparametrization of the original model. The probabilities are still the same, although the complements are estimated directly by the model (aka the probability of dying if high LDL is 1 minus the probability of survival if high LDL). 
f. 1/3In parts a-d of this problem, we described the distribution of death within 5 years across groups defined by LDL level. What if we fit a regression model mimicking the approach used in problems 1 – 4 of homework #2, where we described the distribution of LDL across groups defined by vital status? How would our answers to parts a-c change? See key.
This model would be saturated, but the probabilities requested in b and c could not be computed from the model estimates. 
4. Perform a regression analysis of the distribution of death within 5 years across groups defined by the continuous measure of LDL. (In all cases we want formal inference.) 

a. 10/10Evaluate associations between 5 year mortality and LDL using risk difference (RD: difference in probabilities).
Methods: A robust linear regression was fit to understand the association between 5 year mortality and LDL using risk difference. The data is from a study of 735 elderly Americans, who had LDL levels measured at time of enrollment and then were followed for at least 5 years. Survival, the response, was dichotomized into participants who survived five years or more past study enrollment and those who died before 5 years of follow up. The (only) predictor used was serum low density lipoprotein (LDL) level at study enrollment, measured in mg/dL. The predictor is treated as a continuous variable. Point estimates were computed using maximum likelihood estimates, and 95% confidence intervals are Wald-based.

Inference: The model estimates that for otherwise equal elderly subjects, the person with an LDL level 1mg/dL higher is expected to have a .001 lower probability of dying within five years. This is equivalent to an absolute lower risk of 2% for a subject with 20mg/dL high LDL level. We have evidence against the hypothesis that LDL level and probability (risk) of death within 5 years are not associated (two-sided p-value of .017). The risk difference seen in this sample would not be unusual if the true risk difference was anywhere between .0019 and .00018, with population having higher LDL associated with lower probabilities of dying within 5 years. 
b. 7/10Evaluate associations between 5 year mortality and LDL using risk ratio (RR: ratios of probabilities). Comments: The ratio of probabilities of death was based on the Wald statistic(-1). Two sided p value and 95% confidence interval were computed using the approximate normal distribution for Poisson regression parameter estimates(-1).95% CI =(0.889, 0.989)(-1)
Methods: A robust Poisson regression was fit to understand the association between 5 year mortality and LDL using risk ratios. The data is from a study of 735 elderly Americans, who had LDL levels measured at time of enrollment and then were followed for at least 5 years. Survival, the response, was dichotomized into participants who survived five years or more past study enrollment and those who died before 5 years of follow up. The (only) predictor used was serum low density lipoprotein (LDL) level at study enrollment, measured in mg/dL. The predictor is treated as a continuous variable. Point estimates were computed using maximum likelihood estimates, and 95% confidence intervals are Wald-based.

Inference: The model estimates that for otherwise equal elderly subjects, the person with an LDL level 1mg/dL higher is expected to have a .0065 lower log risk ratio of dying within five years (.9935 risk ratio) We have evidence against the hypothesis that LDL level and probability (risk) of death within 5 years are not associated (two-sided p-value of .018). The risk ratio seen in this sample would not be unusual if the true risk ratio was anywhere between .998 and .99.9%, with population having higher LDL associated with lower probabilities of dying within 5 years.
c. 7/10Evaluate associations between 5 year mortality and LDL using odds ratio (OR: ratios of odds) Comments: The ratio of probabilities of death was based on the Wald statistic(-1). Two sided p value and 95% confidence interval were computed using the approximate normal distribution for Poisson regression parameter estimates(-1).95% CI =(0.871, 0.983)(-1).
Methods: A robust logistic regression was fit to understand the association between 5 year mortality and LDL using ratio of odds. The data is from a study of 735 elderly Americans, who had LDL levels measured at time of enrollment and then were followed for at least 5 years. Survival, the response, was dichotomized into participants who survived five years or more past study enrollment and those who died before 5 years of follow up. The (only) predictor used was serum low density lipoprotein (LDL) level at study enrollment, measured in mg/dL. The predictor is treated as a continuous variable. Point estimates were computed using maximum likelihood estimates, and 95% confidence intervals are Wald-based.

Inference: The model estimates that for otherwise equal elderly subjects, the person with an LDL level 10mg/dL higher is expected to have a 7.8% lower odds of dying within five years. We have evidence against the hypothesis that LDL level and probability (risk) of death within 5 years are not associated (two-sided p-value of .019). The risk difference seen in this sample would not be unusual if the true odds ratio when comparing groups that differ by 1mg/dL was anywhere between .01429 and .00126, with population having higher LDL associated with lower odds of dying within 5 years. 

d. 1/3How do your conclusions about such an association from this model compare to your conclusions reached in problems 1-3 of this homework and problems 2 and 4 of homework #2? Which analyses would you prefer a priori.? Comments: one point was awarded for explanation of precision. See key.
When using LDL as a dichotomized variable great precision is lost. Therefore, although the models in questions 1-3 did not find evidence for an association, the last model with LDL as a continuous variable was able to detect a statistically significant association. However, the association is not very strong, and so it must be decided if it’s scientifically significant as well. 

A priori I would have chosen to do logistic regression, as odds ratios are commonly used for this scenario, and that allows us to study the odds ratio of LDL given mortality, and mortality given LDL. Risk differences and linear regression are not a good method because assumptions are violated, mainly mean-variance independence does not hold in the binomial case. Risk ratios and Poisson regression could be useful, but I believe odds ratios are easier to understand and are more appropriate given the sampling of this dataset. 
Discussion Sections: January 22 – 14, 2014
We continue to discuss the dataset regarding FEV and smoking in children. Come do discussion section prepared to describe the approach to the scientific question posed in the documentation file fev.doc.

