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Question 1
1. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a t test that presumes equal variances across groups. Depending upon the software you use, you may also need to generate descriptive statistics for the distribution of LDL within each group defined by 5 year mortality status. As this problem is directed toward illustrating correspondences between the t test and linear regression, you do not need to provide full statistical inference for this problem. Instead, just answer the following questions.
a. What are the sample size, sample mean and sample standard deviation of LDL values among subjects who survived at least 5 years? What are the sample size, sample mean and sample standard deviation of LDL values among subjects who died within 5 years? Are the sample means similar in magnitude? Are the sample standard deviations similar?

Table 1a summarizes the sample sizes, means and standard deviations.  
As shown in Table 1, the sample means are not similar in magnitude.  The mean LDL among subjects who survived beyond five years is 8 mg/dL higher than among subjects who died within five years.  In other words, the mean LDL among subjects who survived beyond five years is 6.72% higher than the mean LDL of those that died within five years.

The sample standard deviations are also different.  The standard deviation for subjects who died within five years is 3.3 mg/dL more than the standard deviation among subjects who survived beyond five years.  The group with the smaller number of subjects (N=119 compared to N=606) had the larger standard deviation (about 10.03% higher standard deviation).
Method: The figures were obtained by performing a sample t-test that presumes equal variances across groups and summarizing the descriptive statistics used as elements in formulas for calculating the 95% confidence interval for the true mean.
Table 1a. T-Test on Mean LDL by Five-Year Survival, Statistics by Group

	
	Died Within Five Years
	Survived Beyond Five Years

	Number in each group
	119 subjects
	606 subjects

	Mean LDL (mg/dL)
	119 mg/dL
	127 mg/dL

	Sample Standard Deviation (mg/dL)
	               36.2 mg/dL
	                32.9 mg/dL


b. What are the point estimate, the estimated standard error of that point estimate, and the 95% confidence interval for the true mean LDL in a population of similar subjects who would survive at least 5 years? What are the corresponding estimates and CI for the true mean LDL in a population of similar subjects who would die within 5 years? Are the point estimates similar in magnitude? Are the standard errors similar in magnitude? Explain any differences in your answer about the estimates and estimated SEs compared to your answer about the sample means and sample standard deviations.

Table 1b below summarizes the point estimate for the true population mean, the standard error of the estimate and the 95% confidence interval by five-year survival.  
Point estimates of the population LDL are based on the sample means, discussed above.  Therefore the point estimate for the population LDL is the same as the sample means discussed in the answer to question 1a. As shown in Tables 1a and 1b, the point estimates are not similar in magnitude.  The point estimate for people in the population age group covered by the study population who survive beyond five years is 8 mg/dL higher than for those who die within five years.  In other words, the point estimate for the LDL among people who survive beyond five years is 6.72% higher than the mean LDL of those that die within five years.

The standard error is different from the standard deviation though the standard deviation is used in the formula to calculate the standard error.  The standard error is calculated by dividing the standard deviation by the square root of the sample size.  SE = SD/√N.  The standard deviation measures the degree of dispersion within the sample measurements while the standard error measures the degree of error in approximating the true population mean using the sample measurements.  Larger sample sizes tend to reduce the standard error as is evident from the denominator of the formula for standard error.  Here, the standard error for people surviving beyond five years – estimated by a large group of 606 subjects -- is 1.34 mg/dL while the standard error for people dying within five years -- estimated by a smaller group of 119 subjects -- is 3.31 mg/dL.
Based on a 95% confidence interval for the serum LDL among subjects dying within five years, the point estimate of 119 mg/dL would not be unusual if the true population mean were anywhere between 112 mg/dL and 125 mg/dL.  Based on a 95% confidence interval for the serum LDL among subjects surviving longer than five years, the point estimate of 127 mg/dL would not be unusual if the true population mean were anywhere between 125 mg/dL and 130 mg/dL.
Table 1b. T-Test on Mean LDL by Five-Year Survival, Statistics by Group

	
	Died Within Five Years
	Survived Beyond Five Years

	Number in each group
	119 subjects
	606 subjects

	Point Estimate for Pop’n LDL (in mg/dL)
	119 mg/dL
	127 mg/dL

	Estimated Standard Error of Estimate
	        3.31 mg/dL
	                  1.34 mg/dL

	95% Confidence Interval
	(112 mg/dL, 125 mg/dL)
	(125 mg/dL, 130 mg/dL)


Method: The figures were obtained by performing a sample t-test that presumes equal variances across groups and summarizing the descriptive statistics used as elements in formulas for calculating the 95% confidence interval for the true mean.
c. Does the CI for the mean LDL in a population surviving 5 years overlap with the CI for mean LDL in a population dying with 5 years? What conclusions can you reach from this observation about the statistical significance of an estimated difference in the estimated means at a 0.05 level of significance?
As summarized in Table 1b above, the 95% confidence intervals overlap at 24 mg/dL.  Based on a 95% confidence interval for the serum LDL among subjects dying within five years, the point estimate of 119 mg/dL would not be unusual if the true population mean were anywhere between 112 mg/dL and 125 mg/dL.  Based on a 95% confidence interval for the serum LDL among subjects surviving longer than five years, the point estimate of 127 mg/dL would not be unusual if the true population mean were anywhere between 125 mg/dL and 130 mg/dL.

Based on the overlap in 95% confidence intervals between groups, we would conclude that the difference in group means is not statistical significant at the 0.05 level.
d. If we presume that the variances are equal in the two populations, but we want to allow for the possibility that the means might be different, what is the best estimate for the standard deviation of LDL measurements in each group? (That is, how should we combine the two estimated sample standard deviations?)

The square root of the pooled variance is used to combine the two estimated sample standard deviations.  The pooled variance is used when we presume the variances are equal but allow for a difference in means.  The pooled variance is calculated using the formula s2=[(n1-1) s12+(n2-1)s22]/[n1+n2-2].  We then take the square root of the pooled variance for the combined sample deviation.  Here the combined sample deviation is 33.6 mg/dL.
e. What are the point estimate, the estimated standard error of the point estimate, the 95% confidence interval for the true difference in means between a population that survives at least 5 years and a population that dies with 5 years? What is the P value testing the hypothesis that the two populations have the same mean LDL? What conclusions do you reach about a statistically significant association between serum LDL and 5 year all cause mortality?

A point estimate for the true difference in means of 8.5 mg/dL was obtained using a t-test presuming equal variances.  The estimated standard error of the point estimate is 3.36 mg/dL.  Based on a 95% confidence interval for the difference in mean LDL, the point estimate of 8.5 mg/dL would not be unusual if the true population mean difference were anywhere between 1.91mg/dL and 15.09 mg/dL.  The two-sided p-value is 0.012 – just slightly over the 0.01 significance level but well within the 0.05 significance level.  If α = 0.01 we would – just barely – fail to reject the null hypothesis of a statistically significant difference in mean serum LDL levels between the early and later-death groups.  
Question 2
2. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using ordinary least squares regression that presumes homoscedasticity. As this problem is directed toward illustrating correspondences between the t test and linear regression, you do not need to provide full statistical inference for this problem. Instead, just answer the following questions.

a. Fit two separate regression analyses. In both cases, use serum LDL as the response variable. Then, in model A, use as your predictor an indicator that the subject died within 5 years. In model B, use as your predictor an indicator that the subject survived at least 5 years. For each of these models, tell whether the model you fit is saturated? Explain your answer.

Both models A and B are not saturated.  A saturated model has as many parameters being estimated as data points used for estimation, leaving no free data.  A saturated model fits the data perfectly, explaining all the variations in the data. An unsaturated model will have degrees of freedom greater than zero.   
Here we have 725 total subjects supplying data points, including 121 subjects who died within five years and 614 subjects who survived beyond five years.  These are more data points  than the number of parameters being estimated.  Both models have degrees of freedom greater than zero (degrees of freedom = 1) indicating the model is unsaturated. Moreover, as depicted in Chart 2a, there is not a perfect fit between the data points and the regression line.
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b. Using the regression parameter estimates from one of your models (tell which one you use), what is the estimate of the true mean LDL among a population of subjects who survive at least 5 years? How does this compare to the corresponding estimate from problem 1?

Using the classical ordinary least squares regression that presumes homoscedasticity and Model B, which uses an indicator of survival beyond five years as a predictor and LDL as a response, the estimate of the true mean LDL among a population of subjects who survive at least 5 years is calculated thus:
E[LDL|Alive at Five Years]= 118.626 + 8.759568 x 1 = 127 mg/dL.
The calculated value using the ordinary least squares regression line is identical to the value yielded from problem 1, which used the t-test that presumes equal variances.

c.  Using the regression parameter estimates from one of your models (tell which one you use), what is a confidence interval for the true mean LDL among a population of subjects who survive at least 5 years? How does this compare to the corresponding estimate from problem 1? Explain the source of any differences.
Using the classical ordinary least squares regression that presumes homoscedasticity and Model B, which uses an indicator of survival beyond five years as a predictor and LDL as a response, the 95% confidence interval suggests the observed results would not be unusual if the true mean LDL among a population who survive at least five years were anywhere between 122 mg/dL  and 133 mg/dL.  The 95% confidence interval is calculated by plugging in the figures for the 95% CI of the intercept, which is labeled the constant:
E[LDL|Alive at Five Years]= 112.8874 + 8.759568 x 1 = 122 mg/dL.
E[LDL|Alive at Five Years]= 124.3646 + 8.759568 x 1 = 133 mg/dL.

In contrast, the 95% confidence interval for the true mean LDL among a population surviving beyond five years using the t test that presumes equal variances was (125 mg/dL, 130 mg/dL).  The confidence interval calculated using least-squares estimation contains the confidence interval estimated using the t-test but is wider.  This is the inverse of the situation discussed in 2(e).  

The slight differences are likely due to the level of precision in the estimated intercept and slopes of the least-squares regression line versus the level of precision in the critical values and standard errors used in the t-test.  Moreover, if variances within each group are not equal (that is if the distributions are heteroscedastic), and the group with the smaller sample size has the higher variance, then a t-test that presumes equal variances is anti-conservative.  In such a situation, the p-values are too small and the reported confidence interval is too narrow.
d. Using the regression parameter estimates from one of your models (tell which one you use), what is the estimate of the true mean LDL among a population of subjects who die within 5 years? How does this compare to the corresponding estimate from problem 1?

Using ordinary least squares regression that presumes homoscedasticity and Model A, which uses an indicator of death by five years as a predictor and LDL as a response, the estimate of the true mean LDL among a population of subjects who survive at least 5 years is calculated thus:

E[LDL|Dead at Five Years]= 127.198 - 8.500541 x 1 = 119 mg/dL.

The calculated value using the ordinary least squares regression line is identical to the value yielded from problem 1, which used the t-test that presumes equal variances.

e. Using the regression parameter estimates from one of your models (tell which one you use), what is a confidence interval for the true mean LDL among a population of subjects who die within 5 years? How does this compare to the corresponding estimate from problem 1? Explain the source of any differences.
Using the ordinary least squares regression that presumes homoscedasticity and Model A, which uses an indicator of death by five years as a predictor and LDL as a response, the 95% confidence interval suggests the observed results would not be unusual if the true mean LDL among a population who survive at least five years were anywhere between 116 mg/dL  and 121 mg/dL.  The 95% confidence interval is calculated by plugging in the figures for the 95% CI of the intercept, which is labeled the constant.  

E[LDL|Dead at Five Years]= 124.5282- 8.500541 x 1 = 116 mg/dL.

E[LDL|Dead at Five Years]= 129.8679- 8.500541 x 1 = 121 mg/dL.

In contrast, the 95% confidence interval for the true mean LDL among a population surviving beyond five years using the t test that presumes equal variances was (112 mg/dL, 125 mg/dL).    The confidence interval calculated using the t-test is wider than the confidence interval calculated using least-squares estimation.  This is the inverse of the situation discussed in answer 2c.
The differences are likely due to the level of precision in the estimated intercept and slopes of the least-squares regression line versus the level of precision in the critical values and standard errors used in the t-test.  Moreover, if variances within each group are not equal (that is if the distributions are heteroscedastic), and the group with the smaller sample size has the lower variance, then a t-test that presumes equal variances is conservative.  In such a situation, the p-values are too high and the reported confidence interval is too wide.
f. If we presume the variances are equal in the two populations, what is the regression based estimate of the standard deviation within each group for each model? How does this compare to the corresponding estimate from problem 1?
Table 2f compares the regression-based estimate of the standard deviation within each group for each model and with the standard deviations obtained in Question 1 using t-tests:
	
	Died Within Five Years
	Survived Beyond Five Years

	Regression-Based Estimate of the Standard Deviation – Model A, by Dead
	      33.5 mg/dL
	      33.5 mg/dL

	Regression-Based Estimate of the Standard Deviation – Model B, by Alive
	      33.5 mg/dL
	      33.5 mg/dL

	Standard Deviation Determined During T-Tests Assuming Equal Variances
	               36.2 mg/dL
	                32.9 mg/dL


The regression-based estimate of the standard deviation within each group was obtained by taking the square root of the mean squared error (“root MSE”).  Because this classic regression model assumes homoscedasticity and calculates the root mean squared error by taking the square of the pooled variance, the regression-based standard deviation by group is equal.  The regression-based standard deviations are similar between Models A and B when rounded to three significant digits (they differ slightly in their fourth and fifth significant digits).  The regression-based standard deviations are between the two standard deviations determined during t-tests in question 1 in value.  This is not surprising because they are derived by taking the square root of the pooled group variances. 

g. How do models A and B relate to each other?

Models A and B are related in several ways:

· The models are based on the reverse of an indicator variable regarding whether death (or survival) occurred in five years.
· E[LDL|Dead at Five Years] calculated using Model A is approximately equal to the constant (intercept) for Model B.  The intercept for model B is the value when the indicator variable of survival (x=0) -- thus equaling the point estimate for the mean serum LDL among those who die at five years.
· E[LDL|Alive at Five Years] calculated using Model B is approximately equal to the constant (intercept) for Model A.  The intercept for model A is the value when the indicator variable of death at five years (x=0) -- thus equaling the point estimate for the mean serum LDL among those who survive beyond five years.
· The 95% confidence interval for the constant/intercept in Model A is similar to though not exactly equal to the 95% confidence interval for E[LDL|Alive at Five Years] calculated using the equation derived in Model B.

· The 95% confidence interval for the constant/intercept in Model B is similar to though not exactly equal to the 95% confidence interval for E[LDL|Dead at Five Years] calculated using the equation derived in Model A.

· The root mean squared error for Models A and B are similar to three significant digits.  The mean squared error figures are also similar.

· The slopes representing the difference between groups are similar except one is negative and one is positive, to indicate the directionality of the difference based on the comparison.

· Both models are derived from analyzing 725 observations/data points and both models have 1 degree of freedom.
h. Provide an interpretation of the intercept from the regression model A.

The intercept in regression model A, is the value when the predictor/indicator variable of death in five years equals zero.  
E[LDL|Dead at Five Years]= 127.198 - 8.500541 x 0 = 127.198 mg/dL where x (the indicator variable of five-year death)=0, representing survival beyond five years.  
In other words, the intercept in regression model A is equivalent to the point estimate for the mean serum level among those who survive beyond five years.
i. Provide an interpretation of the slope from the regression model A.

Generally the slope controls how much the response variable y changes with every unit change in the predictor variable x.  In the case of model A, the predictor variable x is a binary indicator variable.  The slope in regression model A represents how much the mean serum level among those who die within five years decreases from the mean serum level among those who survive beyond five years.  
E[LDL|Dead at Five Years]= 127.198  - 8.500541 x 1 = 119 mg/dL where x (the indicator variable of five-year death)=1, representing survival beyond five years.  
j. Using the regression parameter estimates, what are the point estimate, the estimated standard error of the point estimate, the 95% confidence interval for the true difference in means between a population that survives at least 5 years and a population that dies within 5 years? What is the P value testing the hypothesis that the two populations have the same mean LDL? What conclusions do you reach about a statistically significant association between serum LDL and 5 year all cause mortality? How does this compare to the corresponding inference from problem 1?
Method:  Ordinary least squares regression that presumes homoscedasticity was used to evaluate whether there is an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years.
Inferences: Model A, calculated based on an indicator variable for death within five years, gives a point estimate indicating that a population that dies within five years has a mean serum LDL of 8.5 mg/dL less than those who survive beyond five years.  The estimated standard error of the point estimate is 3.36 mg/dL.  The estimated difference falls just outside the α=0.01 significance level (though it is within the α=0.05 significance level) with a two-sided p-value=0.012.  The 95% confidence level indicates that the observed results would not be unusual if the true difference in mean serum LDL levels was anywhere between -15.09 mg/dL to -1.91 (less) among those who die within five years compared to those who survive beyond five years.
Regression model A yields the same point estimate for the true difference in means of 8.5 mg/dL that was obtained using a t-test presuming equal variances.  The estimated standard error of the point estimate of 3.36 mg/dL is also the same between the two methods.  The 95% confidence interval for the true population difference is also similar except that the regression-based Model A approach gives directionality (negative figures for the difference because it is based on death within five years).  The two-sided p-value of 0.012 is also the same between the two methods.  

Model B, calculated based on an indicator variable for survival beyond five years, gives a point estimate indicating that a population that survives beyond five years has a mean serum LDL of 8.76 mg/dL more than those who die within five years.  The estimated standard error of the point estimate is 3.23 mg/dL.  The difference is significant at the α=0.01 significance level (p=0.007).  The 95% confidence level indicates that the observed results would not be unusual if the true difference in mean serum LDL levels was anywhere between 2.42 mg/dL to 15.1 mg/dL more among those who survive past five years compared to those who die within five years.  Model B yields somewhat different figures than Model A and the t-test presuming equal variances.
Question 3
3. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a t test that allows for the possibility of unequal variances across groups. How do the results of this analysis differ from those in problem 1? (Again, we do not need a formal report of the inference.)
Method.  To evaluate whether there is any association between serum LDL and five-year mortality, I performed a t-test that allows for unequal variances on mean serum LDL levels comparing five-year survival with five-year mortality groups.  Table 3 below compares the resulting statistics obtained using a t-test that allows for unequal variances with the figures obtained in the answer to question 1 using a t-test that presumes equal variances.  

Table 3. Mean LDL by Five-Year Survival: T-Test Methods and Statistics Comparison
	
	Mean LDL -Died within Five Years
	Mean LDL - Survived Past Five Years
	Difference in Mean LDL
	Standard Error
	95% Confidence Interval for the Difference
	Two-Sided P-Value

	T-test allowing for unequal variances
	119 mg/dL
	127 mg/dL
	8.5 mg/dL
	3.57 mg/dL
	     1.44 mg/dL, 
   15.56 mg/dL
	0.019

	T-test that presumes equal variances
	119 mg/dL
	127 mg/dL
	8.5 mg/dL
	3.36 mg/dL
	  1.91mg/dL,   15.09 mg/dL
	0.012


Inferences.  As summarized in Table 3, the 95% confidence interval indicates that the observed results would not be unusual if the true difference in mean serum LDL levels was anywhere between 1.44 mg/dL to 15.6 mg/dL more among those who survive past five years compared to those who die within five years.  The two-sided p-value obtained using the t-test that allows for  unequal variances indicates a statistically significant difference at the α=0.05 level though the p-value just exceeds the threshold for the  α=0.01 level (p=0.019).  

Comparison of Results with Those Obtained Using a T Test that Presumes Equal Variances.    The group mean estimates, standard errors, and estimated difference in means remains the same between the two t-test methods.  What differs are the 95% confidence intervals and the p-values.  Here, the p-value obtained using the method that presumes equal variances is lower than the p-value obtained using the method that allows for unequal variances and the confidence interval is narrower.
If variances within each group are not equal (that is if the distributions are heteroscedastic), and the group with the smaller sample size has the higher variance, then a t-test that presumes equal variances is anti-conservative.  In such a situation, the p-values are too small and the reported confidence interval is too narrow.  Here, the group with the smaller sample size of 119 indeed has the higher variances of (36.2 mg/dL)2  and the p-value obtained using the method that assumes equal variances is too small and the confidence interval is too narrow (anti-conservative). 
Question 4
4. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a linear regression model that allows for the possibility of unequal variances across groups. How do the results of this analysis differ from those in problem 3? (Again, we do not need a formal report of the inference.) 
Method.  To evaluate whether there is any association between serum LDL and five-year mortality, linear regression that allows for unequal variances across groups was performed.  Table 4 below compares the resulting statistics obtained linear regression that allows for unequal variances with the figures obtained in the answer to question 3 using a t-test that allows for unequal variances.
Table 4. Mean LDL by 5-Year Survival: Regression Methods and Statistics Comparison
	
	Mean LDL -Died in Five Yrs
	Mean LDL - Survived Past Five Yrs
	Difference in Mean LDL
	Stand.Error
	95% Confidence Interval for the Difference
	Two-Sided P-Value

	Linear regression that allows unequal variances
	119 mg/dL
	127 mg/dL
	8.5 mg/dL*
	3.57 mg/dL
	     1.50 mg/dL,* 
   15.50 mg/dL*
	0.017

	T-test that allows unequal variances
	119 mg/dL
	127 mg/dL
	8.5 mg/dL
	3.57 mg/dL
	     1.44 mg/dL, 
   15.56 mg/dL
	0.019


* The figures with an asterisk have a negative sign indicating the direction of the difference between serum LDL among those who die within five years and those who survive beyond five years.  The absolute value is reported in the table for purposes of comparison. 
Inferences.  Linear regression that allows for unequal variances yielded a slope of -8.5, which indicates that people who die in five years have 8.5 mg/dL lower serum LDL level than people who survive past five years.  At p=0.017, the estimated difference falls just outside the α=0.01 significance level (though it is within the α=0.05 significance level).  The 95% confidence level indicates that the observed results would not be unusual if the true difference in mean serum LDL levels was anywhere between 1.5 mg/dL to 15.5  mg/dL less among those who die within five years compared to those who survive beyond five years.

Comparison with figures obtained from the t-test that allows for unequal variances.  As summarized in Table 5, the point estimates for the group mean, the difference in group means, and the standard error are all the same between the two methods.  As discussed in question 2 above, with linear regression on the binary indicator variable of whether death in five years occurred, the slope of the line gives the difference between groups.  The group mean is calculated by interpreting the intercept and value of the function by plugging in the predictor value (x=death in five years = 0 or 1).  The main differences in the statistics yielded by linear regression allowing for unequal variances and a t-test allowing for unequal variances is in the p-value and the 95% confidence intervals.  Linear regression that allows for unequal variances yielded a narrower confidence interval and slightly smaller p-value than obtained from a t-test allowing for unequal variances.
Question 5
5. Perform a regression analysis evaluating an association between serum LDL and age by comparing the distribution of LDL across groups defined by age as a continuous variable. (Provide formal inference where asked to.)
a. Provide descriptive statistics appropriate to the question of an association between LDL and age. Include descriptive statistics that would help evaluate whether any such association might be confounded or modified by sex. (But we do not consider sex in the later parts of this problem.)
Table 5a.1 analyzes the distribution of age bracket among serum LDL levels.  Table 5a.2 summarizes the mean age and gender distribution to evaluate whether any association might be confounded or modified by sex.  

As summarized in Table 5a.1, there was a greater proportion of subjects under 70 in higher serum LDL brackets than in the lowest serum LDL bracket.  This may be relevant to assess confounding because younger subjects were in the higher serum LDL categories and younger subjects tend to have a greater likelihood to survive beyond five years than elderly subjects over 70.  

In the lowest serum LDL level bracket of below 70 mg/dL, subjects were least likely to under 70 years compared to subjects in other serum levels and more likely to be very elderly between 90-99.  This is also relevant to assess confounding because the larger proportion of very elderly subjects and smaller proportion of younger subjects may adversely impact the five-year survival probabilities.  It is more likely that very elderly subjects will die in the next five years and younger subjects survive beyond five years.  This is associated with the outcome of interest and potentially for reasons not related to the causal pathway of interest. 
Table 5a.1 Serum LDL Distribution by Age Bracket
	
	Serum LDL Levels (number in LDL & age bracket/total in serum LDL bracket)

	Age Bracket
	Below 70 mg/dL
	70-99 mg/dL
	100-129 mg/dL
	130-159 mg/dL
	160-189 mg/dL
	180 mg/dL & above

	Under 70 years
	2/22
(9.09%)
	32/143
(22.4%)
	48/228
(21.05%)
	63/225
(28.0%)
	23/83
(27.7%)
	6/24
(25%)

	70-79 years
	15/22
(68.2%)
	82/143
(57.3%)
	140/228
(61.4%)
	132/225
(58.7%)
	46/83
(55.4%)
	12/24
(50%)

	80-89 years
	4/22
(18.2%)
	28/143
(19.6%)
	39/228
(17.1%)
	24/225
(10.7%)
	13/83
(15. 7%)
	6/24
(25%)

	90-99 years
	1/22
(4.55%)
	1/143
(0.7%)
	1/228
(0.44%)
	6/225
(2.67%)
	1/83
(1.2%)
	0/24
(0%)


Table 5a.2 Comparison of Proportion Surviving Beyond Five Years by Serum LDL, Sex and Age

	
	Below     70 mg/dL
	70-99 mg/dL
	100-129 mg/dL
	130-159 mg/dL
	160-189 mg/DL
	180 mg/dL and up

	Number in LDL group
	  22 subj
	143 subj
	228 subj
	225 subj
	  83 subj
	   24 subj

	Mean Age
	     76 years
	  75 years
	  75 years
	  74 years
	  75 years
	  76 years

	Proportion Male(M)/Female (F)
	   68% M

     32% F
	  56% M

   44% F
	  54% M

    46% F
	   43% M

    57% F
	 48% M

    52% F
	 21% M

    79% F


Gender imbalances by serum LDL category may further intensify the risk of confounding because women tend to outlive men.  As summarized in Table 5a.2, the proportion of males compared to females varied strikingly between the serum LDL groups.  The sub-70 mg/dL category had 68% males and only 32% females whereas the proportions were more balanced in the middle LDL-level categories and highly skewed with predominantly females – 79% -- in the highest-LDL category.  

The difference in gender balances between categories is an important potential confounder because women live longer than men on average.  In this elderly study population the gender difference in longevity may impact five-year survival because subjects may already be near their gender-average lifespan at the time of enrollment.  The predominance of women in the high-LDL category and the predominance of men at the lowest-LDL category may mask the impact of LDL on five-year survival because of longevity differences between men and women.

b. Provide a description of the statistical methods for the model you fit to address the question of an association between LDL and age.

Method. To evaluate whether there is any association between LDL and age, I performed linear regression analysis using robust standard errors to allow for the possibility of heteroscedasticity (difference variances).  Age was analyzed as a continuous variable to allow for the possibility that each age has a different serum LDL level.  Standard errors were calculated with the Huber-White sandwich estimator.
c. Is this a saturated model? Explain your answer.

This is not a saturated model.  A saturated model has as many parameters being estimated as data points used for estimation, leaving no free data.  A saturated model fits the data perfectly, explaining all the variations in the data.  As Chart 5c shows, the line does not fit the data perfectly – there are more data points than parameters being estimated.
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d. Based on your regression model, what is the estimated mean LDL level among a population of 70 year old subjects?

Method.  To evaluate whether there is any association between LDL and age, I performed linear regression analysis using robust standard errors to allow for the possibility of heteroscedasticity (difference variances).  Age was analyzed as a continuous variable to allow for the possibility that each age has a different serum LDL level.  Standard errors were calculated with the Huber-White sandwich estimator.  The regression yielded the following formula:

E[LDL|Age] = 132.5281 - 0.0901904 x Age

E[LDL|Age=70] = 132.5281 - 0.0901904 x 70 = 126 mg/dL
Inference.  Based on the regression model and function set forth above, the estimated mean LDL level among a population of 70-year-old subjects is 126 mg/dL.  This estimate is also shown on the scatter plot and line chart below.
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e. Based on your regression model, what is the estimated mean LDL level among a population of 71 year old subjects? How does the difference between your answer to this problem and your answer to part c relate to the slope?
Method.  To evaluate whether there is any association between LDL and age, I performed linear regression analysis using robust standard errors to allow for the possibility of heteroscedasticity.  Age was analyzed as a continuous variable to allow for the possibility that each age has a different serum LDL level.  Standard errors were calculated with the Huber-White sandwich estimator.  The regression yielded the following formula:

E[LDL|Age] = 132.5281 - 0.0901904 x Age

E[LDL|Age=71] = 132.5281 - 0.0901904 x 71 = 126 mg/dL
Inference.  Based on the regression model and function set forth above, the estimated mean LDL level among a population of 71-year-old subjects is 126 mg/dL.  This is rounded to three significant digits.  
Taken to greater precision for purposes of analysis, the estimate for 71-year-olds varies from the estimate for 70-year-olds by 126.214772-126.1245816=0.0901904.  The difference in the estimated LDL levels differs by the slope x the 1-increment change in age = slope x 1 = the slope.  The slope describes how the LDL estimate changes per 1-increment change in age.  Note that the slope is negative.  As age increases, the LDL decreases.
f. Based on your regression model, what is the estimated mean LDL level among a population of 75 year old subjects? How does the difference between your answer to this problem and your answer to part c relate to the slope?
The method was described above.  As noted, the function obtained is:

E[LDL|Age] = 132.5281 - 0.0901904 x Age

E[LDL|Age=75] = 132.5281 - 0.0901904 x 75 = 126 mg/dL
Inference.  Based on the regression model and function set forth above, the estimated mean LDL level among a population of 75-year-old subjects is 126 mg/dL.  This is rounded to three significant digits.  

Taken to greater precision for purposes of analysis, the estimate for 75-year-olds varies from the estimate for 70-year-olds by 126.214772-125.76382=5 x 0.0901904 = 0.450952.  The difference in the estimated LDL levels differs by the slope x the 5-increment change in age = slope x 5 = 0.450952.  The slope describes how the LDL estimate changes per 1-increment change in age.  Here we are comparing a five-increment change in age.  Note that the slope is negative.  As age increases, the LDL decreases.
g. What is the interpretation of the “root mean squared error” in your regression model?
The root mean squared error gives the within-group standard deviation estimate of 33.5 mg/dL.

h. What is the interpretation of the intercept? Does it have a relevant scientific interpretation?

The intercept gives the LDL level when age = 0.  In other words, the intercept indicates that for newborns, the expected mean LDL level would be 132.5 mg/dL.  While this is the theoretical interpretation, scientifically we should avoid using a regression model based on data for elderly subjects to interpolate the LDL of youths, especially newborns well outside the range of subject ages studied.
i. What is the interpretation of the slope? 

The slope indicates how much the mean LDL decreases for every one-year increase in age.  The slope estimates how much the mean LDL differs between each 1-increment change in age.
j. Provide full statistical inference about an association between serum LDL and age based on your regression model.

Method.  To evaluate whether there is any association between LDL and age, I performed linear regression analysis using robust standard errors to allow for the possibility of heteroscedasticity.  Age was analyzed as a continuous variable to allow for the possibility that each age has a different serum LDL level.  Standard errors were calculated with the Huber-White sandwich estimator.  The regression yielded the following formula:

E[LDL|Age] = 132.5281 - 0.0901904 x Age

Inferences.  The mean serum LDL is estimated to decrease by 0.0901 mg/dL for every one-year increase in age.  The 95% confidence interval suggests the observed results would not be unusual if the true difference in mean serum LDL was anywhere between -0.547 mg/dL and 0.367 mg/dL for each year-difference in age.  We fail to reject the null hypothesis that mean serum LDL does not differ by age.  The estimated difference is not statistically significant (two-sided p=0.698).  
k. Suppose we wanted an estimate and CI for the difference in mean LDL across groups that differ by 5 years in age. What would you report?

Method.  Theoretical approach – To get an estimate for the mean LDL by five-year age intervals multiply the slope for the one-year intervals by five.  To get the confidence interval, divide the bounds of the 95% confidence interval for the 1-year age increments by five.

 Applied approach – I divided the subject’s range of ages by five-year increments and performed linear regression analysis on the five-year age categories and LDL measurements using robust standard errors to allow for the possibility of heteroscedasticity.  The challenge is getting five-year increments at the high and low ends of the range of subjects’ ages.  Standard errors were calculated with the Huber-White sandwich estimator.  The regression yielded the following formula:

E[LDL|Age] = 150.3466 - 0.3119126 x Age

Inferences. Using the theoretical approach. The mean serum LDL is estimated to decrease by 5 x 0.0901 mg/dL = 0.450952  for every five-year increase in age.  (Slope by five-year increments = -0.450952).  The 95% confidence interval suggests the observed results would not be unusual if the true difference in mean serum LDL was anywhere between -0.547 mg/dL/5 and 0.367 mg/dL/5

 (-0.109 mg/dL and 0.0734 mg/dL ) for each five-year-difference in age.  

Using the applied approach of dividing the subject’s range of ages by five-year increments and regressing the LDL and five-year increment variables.  The mean serum LDL is estimated to decrease by 0.3119126  for every five-year increase in age.  (Slope by five-year increments = -0.3119126).  The 95% confidence interval suggests the observed results would not be unusual if the true difference in mean serum LDL was anywhere between -0.696 and 0 .0717 for each five-year-difference in age.  
l. Perform a test for a nonzero correlation between LDL and age. How does your regression-based conclusion about an association between LDL and age compare to inference about correlation?
Method.  To test for a nonzero correlation between LDL and age I performed a test for correlation and significance level and used the Wald test for the null hypothesis that that the slope equals zero.  Testing for a nonzero correlation is the same as testing for a nonzero slope in classical linear regression.  
Inference.  The correlation between LDL and age was determined to be -0.0146.  The two-sided p-value for the significance level of the correlation is 0.694.  We therefore fail to reject to reject the null hypothesis that there is no statistically significant nonzero correlation between LDL and age.
This inference about correlation is consistent with the regression-based conclusion about no statistically significant association LDL and age discussed the answer to question 5j above.  The two-sided p-values obtained are similar (two-sided p=0.698 in the test for association).  
Inferences about correlation are less scientifically informative than inferences about association based on 95% confidence intervals for the difference in means and p-values for statistical significance.  The sample size determines the statistical significance for the r-value (correlation).  Correlation therefore is used as a statistical rather than scientific measure. 

