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1. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a t test that presumes equal variances across groups. Depending upon the software you use, you may also need to generate descriptive statistics for the distribution of LDL within each group defined by 5 year mortality status. As this problem is directed toward illustrating correspondences between the t test and linear regression, you do not need to provide full statistical inference for this problem. Instead, just answer the following questions.
Method: I used a two sample t-test assuming equal variances in each group in order to detect differences in the mean serum LDL across the two survival groups defined by vital status at 5 years. 95% confidence intervals and p-values were also calculated using this test. This also gave me descriptive statistics (mean, SD, 95% CI) for the two groups.
a. What 
are the sample size, sample mean and sample standard deviation of LDL values among subjects who survived at least 5 years? What are the sample size, sample mean and sample standard deviation of LDL values among subjects who died within 5 years? Are the sample means similar in magnitude? Are the sample standard deviations similar?

	
	Sample Size (n)
	Sample Mean (LDL mg/dL)
	Sample Standard Deviation (LDL mg/dL)

	Survived at least 5 years
	606
	127.198
	32.93

	Died within 5 years
	119
	118.70
	36.16


 The sample means are relatively similar with a difference of 8.5 mg/dL (higher mean in those who survived at least 5 years), scientifically these two values fall within the same serum LDL risk group “near ideal”. The sample standard deviations are also similar, with an absolute difference of 3.23 mg/dL, 
but those who died within 5 years have the higher sample standard deviation.
b. What 
are the point estimate, the estimated standard error of that point estimate, and the 95% confidence interval for the true mean LDL in a population of similar subjects who would survive at least 5 years? What are the corresponding estimates and CI for the true mean LDL in a population of similar subjects who would die within 5 years? Are the point estimates similar in magnitude? Are the standard errors similar in magnitude? Explain any differences in your answer about the estimates and estimated SEs compared to your answer about the sample means and sample standard deviations.

	
	Point Estimate (LDL mg/dL)
	Standard Error (LDL mg/dL)
	95% CI (LDL mg/dL)

	Survived at least 5 years
	127.198
	1.34
	124.57- 129.83

	Died within 5 years
	118.70
	3.31
	112.13 -125.26


The point estimates are the same as the sample means which are relatively similar with a difference of 8.5 mg/dL, scientifically these two values fall within the same serum LDL risk group “near ideal” with those who survived at least 5 years having a higher mean serum LDL. The standard error of those who died within 5 years is more than 2 times larger than those who survived at least five years. The sample means and point estimates are the same while the differences in standard errors and standard deviation are much different because in standard error we take into account sample size and in this situation the sample sizes is very different between the two groups (606 v 119).
c. Does 
the CI for the mean LDL in a population surviving 5 years overlap with the CI for mean LDL in a population dying with 5 years? What conclusions can you reach from this observation about the statistical significance of an estimated difference in the estimated means at a 0.05 level of significance?
Yes the confidence intervals for the two survival groups overlap. We know that these confidence intervals overlap, however, each confidence interval does not contain the point estimate of the other group therefore we can make no assumptions about statistical significance at the 0.05 level.
d. If 
we presume that the variances are equal in the two populations, but we want to allow for the possibility that the means might be different, what is the best estimate for the standard deviation of LDL measurements in each group? (That is, how should we combine the two estimated sample standard deviations?)

We can use the combined standard deviation of 33.60 which is a weighted average of the sample standard deviations based on sample size.
e. What 
are the point estimate, the estimated standard error of the point estimate, the 95% confidence interval for the true difference in means between a population that survives at least 5 years and a population that dies with 5 years? What is the P value testing the hypothesis that the two populations have the same mean LDL? What conclusions do you reach about a statistically significant association between serum LDL and 5 year all cause mortality?

Point Estimate: 8.50 mg/dL
Estimated Standard Error: 3.36

95% confidence interval: (1.91 - 15.09)
p-value: 0.0115
Based on a p-value of 0.0115 we can reject the null hypothesis that there is no difference in mean serum LDL and conclude that dying within 5 years is associated with a lower mean serum LDL. A mean difference of 8.50 mg/dL would not be unusual if the true mean difference in the population was anywhere between 1.91 and 15.09 mg/dL higher in those who died after 5 years and variances were equal in both groups.
2. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using ordinary least squares regression that presumes homoscedasticity. As this problem is directed toward illustrating correspondences between the t test and linear regression, you do not need to provide full statistical inference for this problem. Instead, just answer the following questions.

Methods: I used a linear regression model with serum LDL as the outcome and 5 year vital status as the predictor of interest. The robust SE was not used because we want to presume homoscedasticity (or equal variance between groups).

a. Fit 
two separate regression analyses. In both cases, use serum LDL as the response variable. Then, in model A, use as your predictor an indicator that the subject died within 5 years. In model B, use as your predictor an indicator that the subject survived at least 5 years. For each of these models, tell whether the model you fit is saturated? Explain your answer.

Model A: subject died within 5 years: yes

Model B: subject survived at least 5 years: yes

In both of these situations, the predictor variable (death within 5 years or death after 5 years)  has two parameters and the regression model has two parameters (intercept and slope, B0 and B1) therefore both models are saturated. Additionally we see this because in model A the intercept is the group mean for death after 5 years and in model B the intercept is the group mean for death within 5 years.
b. Using 
the regression parameter estimates from one of your models (tell which one you use), what is the estimate of the true mean LDL among a population of subjects who survive at least 5 years? How does this compare to the corresponding estimate from problem 1?

Using model A (indicator where subject died within 5 years), the estimate of the true mean LDL among a population of subjects who survived at least 5 years 
E[mean LDL| survive at least 5 years(X=0)]= 127.198+( -8.500541)(0)=127.198 mg/dL. 
This is the exact same estimate from problem 1.

c. Using 
the regression parameter estimates from one of your models (tell which one you use), what is a confidence interval for the true mean LDL among a population of subjects who survive at least 5 years? How does this compare to the corresponding estimate from problem 1? Explain the source of any differences.
Using model A (indicator where subject died within 5 years), the confidence interval for the true mean LDL among a population of subjects who survive at least 5 years is 124.528 - 129.868 (the CI of the intercept in model A). This is slightly different than the CI in the t-test (124.571-129.825). The standard error that we use in regression is based on the root MSE (a pooled standard deviation of the two samples) but in the t-test we use a standard error based only on the sample size and standard deviation of the group.
d. Using 
the regression parameter estimates from one of your models (tell which one you use), what is the estimate of the true mean LDL among a population of subjects who die within 5 years? How does this compare to the corresponding estimate from problem 1?

Using model A (indicator where subject died within 5 years), the estimate of the true mean LDL among a population of subjects who survived at least 5 years 
E[mean LDL|do not survive at least 5 years(X=1)]= 127.198+( -8.500541)(1)= 118.70 mg/dL. 
This is the exact same estimate from problem 1.

e. Using 
the regression parameter estimates from one of your models (tell which one you use), what is a confidence interval for the true mean LDL among a population of subjects who die within 5 years? How does this compare to the corresponding estimate from problem 1? Explain the source of any differences.
Using model B (indicator where subject died after 5 years), the confidence interval for the true mean LDL among a population of subjects who died after 5 years is 112.67 - 124.72. We could have also used model A and subtracted the confidence interval of the slope. This is slightly different than the CI in the t-test (112.134-125.261). The standard error that we use in regression is based on the root MSE (a pooled standard deviation of the two samples) but in the t-test we use a standard error based only on the sample size and standard deviation of the group.

f. If 
we presume the variances are equal in the two populations, what is the regression based estimate of the standard deviation within each group for each model? How does this compare to the corresponding estimate from problem 1?
Model A: 33.477 (root MSE)
Model B: 33.477 (root MSE)
The combined standard deviation from the t-test in problem 1 was 33.60 which is slightly different than 33.477. The t-test created a combined standard deviation by using a weighted average of the group standard deviations by sample size while the root MSE is a calculation of the pooled standard deviations of the two groups.
g. How do models A and B relate to each other?

Model A and model B are reparametrized 
versions of each other. These models provide the same inference using binary variables with different referent categories.
h. Provide 
an interpretation of the intercept from the regression model A.

Intercept = 127.198

This is the expected mean serum LDL for participants who survived at least 5 years. The expected mean serum LDL for participants who survived at least 5 years is 127.198 mg/dL.
i. Provide 
an interpretation of the slope from the regression model A.

Slope= -8.5

The estimated difference in expected mean serum LDL for the two survival groups is -8.5 mg/dL with death within 5 years averaging a lower serum LDL.

j. Using 
the regression parameter estimates, what are the point estimate, the estimated standard error of the point estimate, the 95% confidence interval for the true difference in means between a population that survives at least 5 years and a population that dies within 5 years? What is the P value testing the hypothesis that the two populations have the same mean LDL? What conclusions do you reach about a statistically significant association between serum LDL and 5 year all cause mortality? How does this compare to the corresponding inference from problem 1?
Parameter= -8.5

Standard Error=3.36
95% CI: (-15.09, -1.91)
p-value: 0.012
Based on a p-value of 0.012 we can reject the null hypothesis and conclude that 5-year survival is associated with mean serum LDL. A point estimate of -8.5 mg/dL would not be unusual if the true difference in means between the groups was anywhere between 1.91 and 15.09 mg/dL higher in those who died after 5 years and assuming equal variances. The overall conclusion is the same as in problem 1 with the same point estimate, standard error and 95% CI. The p-value is slightly different but we make the same hypothesis testing conclusions and inferences.
3. Perform 
statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a t test that allows for the possibility of unequal variances across groups. How do the results of this analysis differ from those in problem 1? (Again, we do not need a formal report of the inference.)
Methods: I can use a two sample t-test allowing for the possibility of unequal variances to detect a difference in mean serum LDL among the two groups based on 5 year survival and also calculate 95% CI and p-values.

The results of these are the same as in problem 1 except for the difference in means standard error, p-value and confidence interval. The standard error is larger than in problem 1 resulting in wider confidence intervals and a higher p-value.

Q3: (unequal)
Point Estimate: 8.50

Estimated Standard Error: 3.57

95% confidence interval: 1.44 - 15.56

p-value: 0.0186
Q1: (equal)
Point Estimate: 8.50

Estimated Standard Error: 3.36

95% confidence interval: 1.91 - 15.09
p-value: 0.0115
4. Perform 
statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a linear regression model that allows for the possibility of unequal variances across groups. How do the results of this analysis differ from those in problem 3? (Again, we do not need a formal report of the inference.) 

Methods: We can use a linear regression with 5 year survival as the predictor of interest and serum LDL as the main outcome. We will use the robust option to allow for the possibility of unequal variances across groups.
Point Estimate: -8.50

Estimated Standard Error (robust): 3.57

95% confidence interval: (-15.50, -1.50)
p-value: 0.017

The point estimate is the same however the estimated standard error is slightly different which results in different 95% confidence intervals and p-values however the overall conclusions will be the same.
5. Perform a regression analysis evaluating an association between serum LDL and age by comparing the distribution of LDL across groups defined by age as a continuous variable. (Provide formal inference where asked to.)
a. Provide 
descriptive statistics appropriate to the question of an association between LDL and age. Include descriptive statistics that would help evaluate whether any such association might be confounded or modified by sex. (But we do not consider sex in the later parts of this problem.)
Methods: I decided to divide age into scientifically relevant 5 year categories and compare the mean, standard deviation, minimum, 25th, 50th, 75th, and maximum because LDL is a continuous variable. If we want to look at both potential confounding and effect modification by age we can stratify the descriptive statistics based on male and females. We have removed the 10 participants with no serum LDL measurements.
	Descriptive Characteristics of Serum LDL (mg/dL)

	 
	n
	Mean
	SD
	Min.
	25th Percentile
	Median
	75th Percentile
	Max.

	Both Sexes
	
	
	
	
	
	
	
	 

	65-75 years
	417
	125.971
	32.453
	37
	103
	126
	147
	247

	75-85 years
	264
	125.629
	34.865
	11
	101.5
	123.5
	148
	227

	85+ years
	44
	125.250
	37.232
	57
	97.5
	128
	142
	216

	All Ages
	725
	125.803
	33.602
	11
	102
	125
	147
	247

	Males
	
	
	
	
	
	
	
	 

	65-75 years
	204
	121.980
	31.376
	37
	97
	122
	144
	206

	75-85 years
	130
	118.562
	33.018
	39
	99
	113.5
	138
	227

	85+ years
	26
	119.885
	34.406
	57
	95
	118
	138
	216

	All Ages
	360
	120.594
	32.148
	37
	98
	117
	142
	227

	Females
	
	
	
	
	
	
	
	 

	65-75 years
	213
	129.793
	33.075
	46
	110
	130
	149
	247

	75-85 years
	134
	132.485
	35.358
	11
	110
	133
	154
	225

	85+ years
	18
	133.000
	40.716
	68
	99
	138.5
	160
	216

	All Ages
	365
	130.940
	34.252
	11
	110
	131
	151
	247


When examining both sexes combined we see that the mean serum LDL among all ages and the mean within each age category is similar, all around 125 mg/dL of serum LDL and with similar distributions based on standard deviation and measures of spread such as the quantiles. If we want to assess potential confounding of sex on the relationship between age and serum LDL we can look at the distribution of ages among each sex category as well as if mean serum LDL is different among men and women
. Generally each age category has the same amount of males and females though there are a higher number of males in the 85+ category (26 men compared to 18 women). Though the mean age of males and females is very similar (males: 74.73 years, females: 74.41 years). Females also have a higher mean serum LDL. Sex could be a potential confounder if we say that these age are different enough, if not then it is a precision variable only associated with the outcome. In order to assess effect modification we can look at how mean serum LDL changes in each age category in males and in females. Overall females have a higher serum LDL, and this tends to increase with age. Conversely, males have a lower serum LDL and do not have a consistent increase or decrease. However, these means are very similar and unless we though a priori the association was different in males and females there is not a lot of evidence for effect modification by sex.
b. Provide 
a description of the statistical methods for the model you fit to address the question of an association between LDL and age.

[image: image1.emf]0

50

100

150

200

250

60 70 80 90 100

age

ldl lowess ldl age

Based on the graph below, the fitted lowess curve and from the above table there is some heteroscedasticity at the older ages. We see this in the above table because the standard deviation is larger for the older age group. It would be better to use a robust standard error when fitting the linear regression model. We will use age as the predictor and serum LDL as the response variable, both as continuous variables.
c. Is 
this a saturated model? Explain your answer.

This is not a saturated model. We have 31 unique ages (number of groups) but we only have two parameters (the intercept and the slope).

d. Based 
on your regression model, what is the estimated mean LDL level among a population of 70 year old subjects?

E(mean serum LDL|x=70)= 132.5281+( -.0901904)(70)= 126.21
e. Based 
on your regression model, what is the estimated mean LDL level among a population of 71 year old subjects? How does the difference between your answer to this problem and your answer to part cD relate to the slope?
E(mean serum LDL|x=71)= 132.5281+( -.0901904)(71)= 126.12

The expected mean difference between 70 and 71 year olds is -0.09 mg/dL which is the slope (B1) of the linear regression model.

f. Based 
on your regression model, what is the estimated mean LDL level among a population of 75 year old subjects? How does the difference between your answer to this problem and your answer to part c relate to the slope?
E(mean serum LDL|x=75)= 132.5281+( -.0901904)(75)= 125.76
The expected mean difference between 70 and 75 year olds is -.045 which is (5)(B1).
g. What 
is the interpretation of the “root mean squared error” in your regression model?
The root mean squared error (33.622) is the pooled within group standard deviation though this is less important in robust models.
h. What 
is the interpretation of the intercept? Does it have a relevant scientific interpretation?

The intercept is the expected mean serum LDL amongst newborns (age is zero) which is 132.53 mg/dL. Our population is among older adults and therefore is likely not scientifically relevant to extrapolate to this age.
i. What 
is the interpretation of the slope? 

The estimated difference in expected mean LDL for two groups differing by one year in age is -0.09 with older ages having lower LDL.

j. Provide 
full statistical inference about an association between serum LDL and age based on your regression model.

Using a robust linear regression, the estimated difference in mean LDL for two groups differing by one year in age is -0.09 mg/dL with older ages having lower LDL. This difference in serum mean LDL would not be unusual if the true difference in mean LDL for two groups differing by one year in age was anywhere between -0.55 and 0.37 mg/dL. Based on a p-value of 0.698 we fail to reject the null hypothesis that there is no difference in LDL among different age groups.

k. Suppose 
we wanted an estimate and CI for the difference in mean LDL across groups that differ by 5 years in age. What would you report?

We can multiple the point estimate and 95% confidence intervals by 5 to give an expected difference.

Difference= -0.09*5=0.45

95% CI: -.55*5= -2.75    .366588*5=1.85
Using a robust linear regression, the estimated difference in mean LDL for two groups differing by five years in age is -0.45 mg/dL with older ages having lower LDL. This difference in serum mean LDL would not be unusual if the true difference in mean LDL for two groups differing by five years in age was anywhere between -2.75 and 1.85 mg/dL. We fail to reject the null hypothesis that there is no difference in LDL among different age groups.

l. Perform 
a test for a nonzero correlation between LDL and age. How does your regression-based conclusion about an association between LDL and age compare to inference about correlation?
Methods: I will use a pair wise correlation to test for nonzero correlation between LDL and age to get a correlation and p-value for significance.
correlation: -0.0146

p-value: 0.6944
Based on a correlation of -0.0146 serum LDL and age are negatively correlated and with a p-value of 0.6944 I would reject the null hypothesis that LDL and age are linearly associated. This is the same conclusion based on the regression model above. The p-values are very close but a little different because we used a robust linear regression model. If we used a classic linear regression model the p-values are exactly the same (0.694). The R-squared in the regression model is 0.0002 when we square the correlation we get the r-squared. (0.00021). 
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Nice workup. Good wording, be careful to change the relevant parts when you copy paste your answers from other problems, and be sure to include units and round to a reasonable number of significant digits when you report things.


Other than that nitpicking, great job!


�3/3


Nice table – consider rounding the sample mean to the nearest 0.1


�Scott sez:’ratio of SDs is more informative’!
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I see you compared the standard deviations with a ratio – great job
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SPOT ON GUV’NAH


�3/3


…. It’s close enough to 33.48


�3/3


It would help to be clear about the direction of the difference when reporting the point estimate, IMO


�2/2


next time you may want to include the model fits here with the coefficients, but your definitions are clear 
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�2/2�Good, although it’d be nice to report to the nearest 0.1 mg/dl
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Model B – copy paste edits!
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Correct CI listed, valid comparison
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UNITS? WHERE ARE THE UNITS???
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Spot on. Did you use the answer key? ;)
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Clear interpretations in this answer, there are.
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Well worded


�2/2


Solid response.
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Discussed difference of standard error… good!


Discussed the resulting effect on the CI and the p-value… great!


Please remember to give units in your interpretation.


�9/10


point estimates agree, the difference in standard error is discussed.





Again, please remember to include units in your estimates and include the direction of the change in the difference.
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�Reasonable discussion of potential confounding, check.
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Robust.
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Good!
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Scott sez: ‘the RMSE is the weighted average of the estimated variances in each age group.’


�3/3


�3/3


�3/3


�3/3


Well stated


�3/3


Yes.





