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Biost 517: Applied Biostatistics I

Emerson, Fall 2011
Homework #1
September 28, 2011
Written problems: To be handed in at the beginning of class on Wednesday, October 5, 2011 (See the end of this handout for the Data Analysis problem to be discussed in Discussion Section October 5, 7, 10, 11.)
On this (as all homeworks) unedited Stata output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Questions for Biost 514 and Biost 517:

The class web pages contains a description of a dataset regarding a clinical trial of DFMO in the prevention of colon polyps (dfmo.doc and dfmowide.txt). For this homework, we are only interested in the 7 variables measuring patient age, sex (female), dose of DFMO (dose), and serum spermidine at baseline (randomization) (spd0), after 6 months of treatment with study drug (spd6), after 12 months of treatment with study drug (spd12), and 3 months after discontinuation of treatment with study drug (15 months after randomization) (spd15). Where relevant, provide descriptive statistics for each of these variables in the entire sample, as well as within groups defined by dose. The descriptive statistics should provide information on the number of valid observations, the number of missing observations, the mean, the standard deviation, the minimum, 25th percentile, median, 50th percentile, 75th percentile, and the maximum, where such statistics are of scientific interest. 
Comment on what the results of you analysis might say about the differences between dose groups in the sample with respect to their pre-randomization characteristics (age, sex, and baseline spermidine levels), the propensity for data to be missing at later times, and the values of the measured spermidine levels while on study drug and after discontinuation of study drug. (Just look at the numbers and describe trends in the typical values as well as in the variability of the measurements—there is no need to do any formal statistical hypothesis testing). Also compare the patients’ pre-randomization characteristics across groups defined by whether later measurements  of spermidine are missing or not. Can you speculate on possible reasons for the trends you note?
Notes on using Stata to answer this homework

In solving this problem, you are encouraged to use Stata or some other statistical package. We can help you with Stata (or with R or S-Plus in office hours). The following Stata commands may be of use.

1. If using the HSLIC microcomputer lab, I highly recommend that you use a USB drive or a floppy drive to save your work. The instructions that follow presume that you will be using a USB drive, and that that drive has been designated E: by Windows. (Macintosh or Unix users will have to modify commands for their operating systems.)

2. Copy the file dfomwide.txt onto your USB drive (I presume you will just use the root directory of this drive).

3. Start Stata, and change the working directory to your USB drive by typing the following command into the Commands window:

cd e:\
4. Read the data into Stata by typing the following command into the Commands window and then pressing ENTER:
infile ptid female age dose put0 put6 put12 put15 spd0 spd6 spd12 spd15 spm0 spm6 spm12 spm15 using dfmowide.txt
(The file I gave you has white space delimited data. Had it been commas or tabs, you could have used the insheet command.)

5. The first line of the file contained the variable names, which Stata could not read as a number. That case has thus been entered as missing data (denoted as ‘.’ by Stata). We might as well drop that case by typing the following command into the Commands window and then pressing ENTER:

drop in 1
6. To produce nice formatting of data, you might specify the format you want the results to be presented in. Some authors recommend only showing 3 significant digits at any time. This is hard to accomplish exactly, but we can do something toward that goal:

a. For instance, age tends to be a number between about 45 and 80 (in these patients), so nicely formatted output would have one digit behind the decimal place. You can tell Stata that you always want age results printed with that level of precision by specifying in the Commands window: format age %9.1f
b. Similarly, the spermidine levels tend to range between 1 and 8, so for those variables we might only want 2 digits behind the decimal point: 
                       format spd0 spd6 spd12 spd15 %9.2f
7. The indicator of sex is a binary variable. The only summary statistics that really are of much use are the frequencies (i.e., the number of cases who are female and male) or the proportion of the sample in each category. When considering the proportion, I often get lazy and just use the Stata functions for the mean, because the mean of a 0-1 variable is the proportion of the sample that has a value of 1. (How does it behave for a 1-2 variable?) For that reason, I choose to format this variable to give 3 significant digits by specifying 3 digits behind the decimal point: format female %9.3f
8. Now, having gotten the dataset in shape, I am ready to do analyses. But because I might have to stop in the middle, and because I don’t want to have to do all of this again, I choose to save the dataset as a Stata data file: save dfmowide  This will create a file named dfmowide.dta in my default directory (defined using cd above). In a future Stata session, I will be able to access this file by first specifying the default directory, and then entering the command use dfmowide.
9. So now for the descriptive statistics. See what the following commands do, noting in particular how the number of cases might differ for some of the variables due to missing data:

a. list in 1
b. list in 1/10
c. list if dose==0
d. summarize
e. summ
f. summ age
g. summ age, detail
h. summ age dose spd0
i. tabstat age female dose spd0 spd6 spd12 spd15, stat(n mean sd min p25 p50 p75 max)
j. tabstat age female dose spd0 spd6 spd12 spd15, stat(n mean sd min p25 p50 p75 max), col(stat)
k. bysort dose: tabstat age female spd0 spd6 spd12 spd15, stat(n mean sd min p25 p50 p75 max) col(stat)
l. tabstat age female spd0 spd6 spd12 spd15, stat(n mean sd min p25 med p75 max) col(stat) by(dose)
m. tabstat age female spd0 if spd12==., stat(n mean sd min p25 med p75 max) col(stat) by(dose)
n. tabstat age female spd0 if spd12!=., stat(n mean sd min p25 med p75 max) col(stat) by(dose)
10. Personally, I find it easiest to cut and paste output that I want to keep into a Word document. Sometimes, I first put it in Excel in order to get formatting the way I want. Other times, I just enter by hand the relevant numbers gleaned from the output.
11. When you are done with Stata, you can just close the window. It may ask if you want to save the dataset.
DATA ANALYSIS
To be discussed in discussion section October 5, 7, 10, and 11.
We will discuss the general approach to an analysis of the scientific question posed in the documentation for the data set on smoking and lung function in children (fev.doc and fev.txt on the class web pages). Based on your reading of the documentation, be prepared to discuss the information you would want in order to address the scientific question.
Note: I do not care which discussion section you attend, but if you do not attend the discussion section you are registered for, you must notify me by 4am the morning of the discussion section you are registered for or the discussion section you will attend, whichever comes first.
